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[bookmark: _GoBack]Deep Learning has advanced dramatically over the last ten years [1-7] and shown remarkable achievements in areas including the recognition and classification of images, speech and handwriting (see Table 1). Some emerging critical challenges include the development of a general easy to use library on which an environment can be built to explore and develop new learning networks. The networks can address new problem areas such as analysis of exascale visualizations and new algorithms for different (all) parts of the system. At the highest level, one needs to evaluate Stochastic Gradient Descent and other Steepest Descent approaches to see if they can be used with larger sample sizes so that efficient parallelism is possible over input data sets such as images. Currently the pioneering work on 64 GPU’s [12] is harder to run on larger systems as it exploits parallelism over pixels and communication overheads grow as number of pixels assigned to each node declines, a well-known parallel computing issue. At a lower level we need to enable rapid experimentation with different network structures – number of layers and linkage between layers. The first step is development of an attractive “problem solving environment” for this issue that makes it as convenient as possible to modify algorithms and develop new applications while executing each experiment quickly. We have started to address this in collaboration with Stanford/Baidu and the University of Tennessee at Knoxville. This initial work is focused on enhancing the popular Caffe system from UC Berkeley. It will provide optimized kernels that run in parallel on systems with multiple CPU’s and GPU’s. We will package these kernels in a Python front-end that can support the specification of neural and manage its execution on an HPC system as well as its visualization/analysis. This problem is an excellent place model to test and compare the different approaches to exascale runtime. One extension is to also support kernels using the ParalleX runtime developed in the CREST center at Indiana University. Further different execution frameworks besides Python could be considered; for example it is not possible to use a Python scripting approach without also parallelizing all the data analysis steps necessary to evaluate each execution. At the most ambitious level, this could involve a parallel Python invoking the optimized runtime described above. In any case, one needs modules for the final analysis stage that run in parallel and handle large networks, such as a recent run that was performed with 11 billion parameters. Our current work aims at producing a single benchmark based on ImageNet, however, this is not sufficient to even provide a proper set of requirements. We need to survey deep learning applications of interest to DoE and define both system requirements and benchmarks.	Comment by Windows User: Specification of neural what?	Comment by Windows User: Parallel Python what? Code? Program?	Comment by Windows User: Should there be a reference for this?
My group has pioneered the development of HPC-ABDS which is an integration of HPC and Apache (and other) open source big data technologies ABDS; our current catalog has identified 200 software subsystems divided into 17 layers summarized in Figure 1. The key idea is that new HPC ideas should be developed so they integrate well with ABDS rather than competing with this rapidly developing software stack which has a clear vitality and innovation with a sustainable software model. In particular I have shown that previous standalone enhanced versions of MapReduce can be replaced by a Hadoop plug-in that offers useful scientific data abstractions useful for science, high performance iteration and communication using best available (MPI) approaches. We suggest that deep learning be set up in this architecture exploiting resource managers like Yarn, as well as storage models such as HDFS and MongoDB/HBase. This would enable us to look at approaches such as Apache Pig (data parallel language) and Crunch (workflow) to drive the deep learning explorations.
Table 1. Summary of recent research progress in Large-Scale Deep Learning
Methods
Computing Power
Number of Examples and Free Parameters
Average Running Time
DBN [8]
NVIDIA GTX 280 GPU with a GB memory
One million images and 100 million parameters○
~ 1 day
CNN [9]
Two GTX 580 GPUs, each with 3GB memory
1.2 million high resolution (256 x 256) images and 60 million parameters○
~ 5-6 days
DisBelief [10]
1,000 CPUs with Downpour SGD with Adagrad
1.1 billion audio examples and 42 million model parameters○
~ 16 hours
Sparse autoencoder [11]
1,000 CPUs with 16,000 cores
10 million 200 x 20 pixel images and one billion parameters
~ 3 days
COTS HPC [12]
64 NVIDIA GTX 680 GPUs, each with 4GB memory
10 million 200 x 200 images and 11 billion parameters
~ 3 days
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Figure 1.  Kaleidoscope of HPC-ABDS

References
[1] G. Hinton, S. Osindero, Y. Teh, A fast learning algorithm for deep belief nets. Neural Computation, 2006, 18(7): 1527-1554.
[2] Y. Bengio, P. Lamblin, D. Popovici, et al, Greedy layer-wise training of deep networks. Proc. Of the 12th Annual Conference on Neural Information Processing System. 2006:153-160.
[3] Y. Lecun, L. Bottou, Y. Bengio, et al, Gradient-based learning applied to document recognition. Proceedings of the IEEE, 1998, 86(11):2278-2324.
[4] Markoff, J. (2012). How many computers to identify a cat? 16,000. New York Times.
[5] Hinton, G., Deng, L., Yu, D., Dahl, G. E., Mohamed, A. R., Jaitly, N., ... & Kingsbury, B. (2012). Deep neural networks for acoustic modeling in speech recognition: The shared views of four research groups. Signal Processing Magazine, IEEE, 29(6), 82-97.
[6] Chen, X. W. & Lin, X. Big Data Deep Learning: Challenges and Perspectives.
[7] Bengio, Y. (2013). Deep learning of representations: Looking forward in Statistical Language and Speech Processing (pp. 1-37). Springer Berlin Heidelberg.
[8] R. Raina, A. Madhavan, and A. Ng, ‘‘Large-scale deep unsupervised learning using graphics processors,’’ in Proc. 26th Int. Conf. Mach. Learn., Montreal, QC, Canada, 2009, pp. 873–880.
[9] A. Krizhevsky, I. Sutskever, and G. Hinton, ‘‘ImageNet classification with deep convolutional neural networks,’’ in Proc. Adv. NIPS, 2012, pp. 1106–1114.
[10] J. Dean et al., ‘‘Large scale distributed deep networks,’’ in Proc. Adv. NIPS, 2012, pp. 1232–1240.
[11] Q. Le et al., ‘‘Building high-level features using large scale unsupervised learning,’’ in Proc. Int. Conf. Mach. Learn., 2012.
[12] A. Coats, B. Huval, T. Wng, D. Wu, and A. Wu, ‘‘Deep Learning with COTS HPS systems,’’ J. Mach. Learn. Res., vol. 28, no. 3, pp. 1337–1345, 2013.

image1.emf
K aleidoscope of (Apache) Big Data Stack (ABDS) and HPC Technologies   October 10 2014  

Cross - Cutting  Functionalities  

1)  Message  and  Data  Protocols:  Avro,   Thrift,  Protobuf  

2) Distributed  Coordination:  Zookeeper,  Giraffe,  JGroups  

3) Security &  Privacy:  InCommon,  OpenStack  Keystone, LDAP ,  Sentry  

4) Monitoring:  Ambari, Ganglia,  Nagios, Inca  

 

17) Workflow - Orchestration:  Oozie, ODE,  ActiveBPEL,   Airavata, OODT (Tools), Pegasus, Kepler,  Swift, Taverna,  Triana,  Trident,  BioKepler, Galaxy , IPython,  Dryad, Naiad,  Tez,  Google  FlumeJava ,  Crunch, Cascading, Scalding , e - Science Central,  

16) Application and Analytics:  Mahout , MLlib , MLbase,  DataFu,  mlpy, scikit - learn,  CompLearn,  Caffe,  R, Bioconductor, ImageJ,  pbdR,  Scalapack,   PetSc , Azure  M achine Learning, Google Prediction API,  Google Translation API  

15) High level Programming:  Kite,  Hive, HCatalog,  Tajo,  Pig,  Phoenix,  Shark, MRQL, Impala,  Presto,  S aw zall, Drill ,  Google BigQuery (Dremel),  Google Cloud DataFlow , Summingbird  

14A) Basic Programming model and runtime ,  SPMD, Streaming, MapReduce :  Hadoop, Spark,  Twister, Stratosphere   (Apache Flink) ,  Reef,  Hama,  Giraph, Pregel, Pegasus   14B) Streaming:  Storm, S4, Samza, Google MillWheel, Amazon Kinesis  

13) Inter process communication Collectives, point - to - point, publish - subscribe:  Harp, MPI, Netty,  ZeroMQ, ActiveMQ,  RabbitMQ,  QPid, Kafka, Kestrel , JMS, AMQP, Stomp, MQTT   Public Cloud:  Amazon SNS, Google Pub Sub, Azure Queues  

12) In - memory databases/caches:  G ora  (general object from NoSQL), Memcached, Redis (key value),  Hazelcast, Ehcache  

12) Object - relational mapping:  Hibernate, OpenJPA , EclipseLink, DataNucleus   and  ODBC/ JDBC   

12) Extraction Tools:  UIMA, Tika  

11C) SQL:  Oracle,  DB2, SQL Server,  SQLite,  MySQL,  PostgreSQL,  SciDB , Apache Derby , Google  Cloud SQL, Azure SQL, Amazon RDS  

11B) NoSQL:  HBase, Accumulo, Cassandra, Solandra, MongoDB, CouchDB, Lucene, Solr, Berkeley DB,  Riak, Voldemort. Neo4J, Yarcdata, Jena, Sesame, AllegroGraph, RYA ,  Espresso   Public Cloud :  Azure Table, Amazon Dynamo, Google DataStore  

11A) File management:  iRODS , NetCDF, CDF, HDF, OPeNDAP, FITS ,  RCFile, ORC, Parquet  

10) Data Transport:  BitTorrent, HTTP, FTP, SSH, Globus Online (GridFTP) , Flume, Sqoop  

9) Cluster Resource Management : Mesos, Yarn, Helix, Llama,  Celery,  HT Condor, SGE, OpenPBS,  Moab, Slurm, Torque , Google Omega, Facebook Corona  

8) File systems:  HDFS,  Swift, Cinder, Ceph, FUSE, Gluster, Lustre, GPFS, GFFS   Public Cloud:   Amazon S3, Azure Blob, Google Cloud Storage  

7) Interoperability:  Whirr, JClouds, OCCI, CDMI , Libcloud,, TOSCA , Libvirt  

6) DevOps:  Docker, Puppet, Chef, Ansible, Boto, Cobbler,  Xcat, Razor,  CloudMesh , Heat, Juju, Foreman ,  Rocks  

5) IaaS Management from HPC to hypervisors:  Xen, KVM,  Hyper - V, VirtualBox, OpenVZ, LXC,  Linux - Vserver, VMware ESXi, vSphere,  OpenStack, OpenNebula, Eucalyptus,  Nimbus,  CloudStack,  VMware  vCloud, Amazon, Azure, Google   and other public  Clouds ,    Networking:  Google Cloud DNS, Amazon Route 53       

 

 

17 layers   ~ 20 0  Software  Packages  


