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This book shows how a comprehensive integration of the techniques and approaches available to scientist and other practitioners, along with a small number of technological advances, can effectively use the vast amount of data that is being generated and significant accelerate scientific progress for some of the most challenging problems facing the world. As noted by other books, including “The Fourth Paradigm” and ”Scientific Data Management: Challenges, Technology, and Deployment”, our ability to collect and analyze data is providing new and exciting opportunities to extract new knowledge from, and in fact perform novel scientific experiments on, these large data sets. 

Unfortunately, while there has been a lot of excitement in this area over the past couple of years, including multiple workshops and seminars, much of this potential has remained untapped. In part, this is because the community remains fractured along traditional discipline lines, without a coherent vision of what needs to be done or how it can best be accomplished. 

The goal of this book is to identify the current best practices across the broad spectrum of challenges facing data intensive science, as well as gaps in the current approaches, and thus enable the next round of scientific advancement.  It will accomplish this by pulling together chapters from a diverse cross-section of application, computer, and data scientists focusing on vision and solutions, not just problems. 

This is a contributed book, focused on advancing the vision of data intensive science by bringing together multiple aspects of the community’s work into a single location.  This book is not about describing the current challenges facing DIS, but rather about how we can effectively address these challenges and how advancing the technology will lead to a revolution in science. 
Introduction

1. What is Data Intensive Science 
An introduction to the vision driving data intensive science, why addressing it is important, and the challenges that need to be overcome in order to realize the vision. This section will also provide an outline of the rest of the books remaining sections: a look at some of the science drivers motivating DIS, case studies where DIS has started to have an impact, and finally what is needed to bring everything together and move towards a DIS enabled future. 
2. Where does all the data come from?  
Over the past 5 years, the amount of information, and in particular, digital information has increased exponentially. This chapter describes some of the key sources of this information – from images and videos, to sensitive scientific instruments, to blogs and social networks – and how all of this information can be used to make significant advances in science, if only we can figure out how to use it effectively. 

Data Intensive Grand Challenge Science Problems 

Over the past several years, a number of groups, including the National Academy of Engineering, have identified grand challenge problems facing scientists from around the world. While addressing these problems will have global impact, solutions are years away at best – and the next set of challenges are likely to be even harder to solve. Because of the complexity of questions being asked, meeting these challenges requires large, multi-disciplinary teams working closely together for extended periods of time. Enabling this new type of science, involving distributed teams that need to collaborate despite vastly different backgrounds and interests, is the cornerstone of DIS. This section presents 4 grand challenge problems, selected to highlight the breadth of the questions being asked, each showing a vision for the future and describing how technology is expected to enable it. 

3. Advanced Medicine and Healthcare 

From genetically customized medications to secure but accessible health records, from computer aided surgery to monitoring patients, advances in medicine and health care will be closely tied to technology for the foreseeable future. 

4. Understanding and Coping with Climate Change  

The global climate is changing. How we deal with it, through carbon sequestration, changes carbon output, ignoring it, or geo-engineering has not yet been determined. Given the impact of any activity is global, we need to understand all of the likely impacts of any adaptation or mitigation strategy. 

5. Answering fundamental questions about the universe 
Understanding the universe, how it started and our place in it, has been a quest for mankind for thousands of years. As our ability to look backwards in time and further out in space evolve, our understanding increases in step with technology.
6. Materials of the future, from business suits to space suits
Material science is quickly changing the face of what is possible. Looking to the future, it is easy to envision cars that are lighter, more efficient, and yet handle crashes better; batteries that can last longer and can be recharged more effectively; lightweight insulations that virtually eliminate heat transfer; paper that uses digital signals instead of ink to display message, and can be reused indefinitely; and a suit that monitors your health as you wear. 
Case Studies in Data Intensive Infrastructures 
While we are a long way from a complete DIS infrastructure, there are several ongoing projects that demonstrate how DIS can positively influence scientific research.  These chapters are limited to 10 pages. 
7. The Earth Systems Grid  

The ESG is a federated, community-based data sharing framework for climate related data. It contains both simulation and observational data. It has revolutionized both data sharing and data understanding through the use of consistent data descriptions. 

8. EUDAT  
Novel disruptive innovations and scientific breakthroughs are often born when

fragments of data are unified unconventionally. Accessibility and interoperability of various data repositories across geographical and disciplinary borders significantly impact the competitiveness of the European research. Data can be equated with money that has value only if it is used and circulated. Thus, this project is defining a persistent, multidisciplinary European Data Infrastructure based on the needs of scientific user communities. 
9. LHC – EGEE  
The high energy physics community regularly pushes the boundaries of both physics and computer science in its experiments. The EGEE the LHC international computing infrastructure is no exception, with the goal of the facility to identify new particles and increase our understanding of matter and energy. 
From Challenges to Solutions  

Over the past 3 years, much has been written and discussed about the challenges facing DIS. We are finally at a turning point, where we can intelligently discuss how to move past these challenges and enable DIS. These chapters look at DIS components and how they will tie together to provide the required framework.  Authors in this section should use examples and motivation tied to the use cases presented above whenever practical. 
10. End-to-end, data-centric infrastructure 

This chapter outlines the end-to-end infrastructure required to fully support DIS. Current hardware and software infrastructure is not focused on the needs of DIS. Changes to both the current computing paradigm and data management approaches are needed to enable efficient use of resources. On the hardware side, this includes machines focused on high data throughput and shared memory, on the software side, non-relational databases and new programming models. 
11. Seamless access to analysis resources 
In addition to data location transparency, compute resource transparency will be required to effectively perform simulations and analyses. While cloud computing is currently topical, it has inherent limitations that need to be overcome in order for it to be applicable for many scientific applications. This chapter describes the current gaps in technology and approaches for addressing them.  

12. Finding what you need, when you need it 

Defining the meaning of data has been a challenge for decades. Even powerful search companies with extensive resources, such as google, skirt the problem by using keywords instead of semantics to enable search. With recent advances in ontologies, standards, and analysis, however, it is expected that soon you will be able to describe exactly what you are looking for. This is critical in an environment where even a small false positive rate can produce an overwhelming amount of data. A vision for how this will work and the impact that it will have is presented in this chapter. 
13. Transforming the data into the right context  
Team members will have different backgrounds, be looking at the same problem at different levels of abstraction, and may even speak different languages technology will play a critical role in facilitating scientific discussion. To do that, information must be transformed in near-real time so that scientists can understand each other. 
14. Enabling Distributed Science  

Because teams will be geographically distributed, effective collaboration tools that go far beyond current video conferencing capabilities will be required. Enhancements such as automatic language translation and meeting summarization should make these meetings more productive than current face-to-face interactions. Despite technological advancement, teamwork will require trust to be established between team members – and creating new teams will require finding people that can effectively work together on a problem. Use of social media techniques to identify potentially trusted partners will enable teams to be formed without the participants needing to know each other well in advance of the collaboration.  
15. Hypothesis driven data analysis 

While obtaining the right information, at the right time, in the right format is in itself a significant challenge, it is alone insufficient to enable DIS. DIS requires moving from raw data to new insight, or knowledge. As outlined in this chapter, enabling scientists to perform in situ experimentation, in which a hypothesis can be effectively tested, will require advances in data analysis to fully utilize the vast amount of multimodal data available.

16. Interactive data exploration  
Sometimes, a scientist is not exactly sure what they are looking for. Instead of trying to prove of disprove a hypothesis, they are simply trying to understand the available information. In these cases, a guided interactive exploration of the data may be more useful than a predefined analysis. Thus, DIS will require the scalable information exploration capabilities outlined in this chapter.  
17. Effectively disseminating the results  
Once new insight has been obtained, it needs to be effectively disseminated to the broad research community so that others may build on the results. The increasing use of digital documents means that not only can the final paper be disseminated, but the data and analysis workflows can also be effectively distributed. This will greatly enhance the value of the results, since the process will have much greater transparency. Since DIS is inherently in silico anlaysis, however this dissemination must ensure scientific reproducibility – a key tenant of science. Furthermore, as observational data ceases to have a physical representation, it is critical that this information (e.g. recordings of supernovae) be available to future generations. Ensuring that this is the case is a significant challenge given the pace of technological evolution (who can still read Word 1.0 documents?).
Conclusions
18. Applications beyond Science  
This book has focused on how data intensive science will change the shape of experiments and allow grand challenge problems to be successfully solved. However, information overload is not unique to scientific applications and the techniques described in this book can be used in non-science domains, such as national security. 

19. Strategies for smoothing the transition to DIS 

Developing the technology is one challenge that needs to be faced. The second, and more daunting challenge is having scientists adopt and use the technology to enable science. Many strong technologies have been discarded because they fail to account for usability and other social issues. This chapter outlines some of the steps that need to be taken to ensure DIS technologies do not meet this unfortunate fate. This chapter will also address the need to develop a community ecosystem to support, maintain, and enhance the technology over time. This is particularly important to ensure the system remains current and useful to scientists from smaller institutions who may not have access to sufficient resources to maintain a system in house. 
20. Summary and Conclusions 

