Foam Project: Review and Discussion
1 Review

Here is a review and update of what Rebecca and I did this summer.  Initially, we set up the existing equipment, installed a new operating system on the computer, installed an updated version of the camera software, and confirmed that we could make bubbles and image them.  Then we began the process of refining our methods and, finding an appropriate experiment, and finding the best way to process images.  Rebecca kept good notes in the existing lab notebook, and wrote a good summary in her final paper (ChainOfBubblesFinal.pdf).  This is a brief accounting and reminiscence of the steps we took and problems we solved as part of getting the experiment running.
1.1 Computer and Operating System


We used the same computer as before.  We determined that it was minimally sufficient in terms of speed and internal memory.  Most importantly, it had the PCI DV interface board mounted to a SCSI port on the motherboard.  That computer (which used to be called “rydberg” but is now “foamy.dhcp.indiana.edu”) has an internally mounted RADE system comprised of two drives on the SCSI bus.  In order to remove obstacles to get up and running making foam, we decided to bypass this system.  We installed a 20 GB hard drive from Zeke on the IDE bus and installed Windows XP on it.  We chose Windows for two reasons:  the company that makes the interface board (EDT products, http://www.edt.com) says their windows software works a little better than their linux software and I can install Matlab on a Windows machine (don’t ask and I won’t tell).
1.2 Camera and Imaging


EDT Products is still in business and supports the equipment.  They supply some utilities to simplify taking pictures.  However, some of these do not work exactly as they are supposed to.  They are still developing software including a GUI interface.  They also have some documentation, but it is incomplete.  In the end we were able to take acceptable series of images, although not with as much control as we would have liked.


Another camera issue we worked with was lighting.  We started by trying reflected light.  In the end we found that diffuse back light from the Lurie memorial light table (which was in the room) worked best.  We had the machine shop make a new diffuser, and also replaced the light fixtures with modern fluorescent fixtures to reduce flicker.  Flicker is a problem since we were trying to take pictures at 20 to 30 frames per second.  Ultimately, I think the best lighting solution would be white Christmas lights strung back and forth on a board instead of the fluorescent lights.  Also, we found that (especially as we increased the height between the glass plates) it was important to have the camera further from the plates.  This reduced parallax of the vertical bubble films.

1.3 Image Processing


We worked out a number of image processing algorithms useful for analyzing foam images.  The raw images show the bubble edges as dark against the lighter bubbles, a few pixels wide.  Insufficient contrast and unequal background lighting prevented us from isolating edges by simple thresholding.  However, we found Matlab’s built in “watershed” transform to be effective after minimal image processing.  This transform separates the image into adjecent “watersheds” separated by ridges in intensity.  Each watershed is given a unique identifier, which is essentially a Potts lattice.  Prior to using this transform we were using a method of identifying connected regions or “objects” in the image.  This left the boarders between bubbles. We also developed an algorithm to erase these edges in a homogeneous way that did not distort the image.  We also worked out methods to find vertices and edges to enable us to calculate the texture tensor.  Finally, we worked out a simple method of bubble tracking that allowed us to calculate the velocity field of the bubbles.  

1.4 Bubble Generation

We incrementally improved the bubble generation system.  Initially the air injector was in a fixed position mounted to the side of the bubble tank near the bottom and pointed slightly upwards.  The first change we made was to use a sealed pass-through in a removable plug in the lid.  This allowed us to quickly and easily adjust the height and angle of the injection needle and also change needles—all without needing to reach down into the tank or empty it.  Since increasing the air flow rate through the needle altered the bubble size and uniformity, we sought the ability to have multiple bubble generators.  After struggling with pressure-drop issues, we arrived at the solution of running individually controlled air supplies to each of four needles.  For this we milled an extra large cap with four barbs mounted inside and out.  For control we used a four valve manifold designed for fish tanks.  We also milled a Lucite outflow manifold to which we could attach any size of standard syringe needle.  We found that these fit snugly on a standard 5/32 nylon barb!  To better maintain and control pressure, we switched from using fish tank pumps to using the building compressed air supply which we controlled with two needle valves we found amongst the existing foam equipment.  For one valve we were able to find specs online, for the other we could not.  We managed to make them both work.  We “teed” the air supply through the two valves, using one for the bubble generation and the other for the mid-plate air injection.  We also epoxied rare earth magnets to the Lucite manifold inside the bubble chamber to enable us to position it from outside the chamber.
1.5 Plate Separation


We discovered the plates with a thin rubber gasket between them.  I’m not sure of the exact size; a fraction of a millimeter.  This produced large bubbles (since the total volume is determined by the needle) and also more of a “viscous froth” than a foam; i.e. the bubble walls were not straight.  We started by doubling this material, and then also ordered thicker rubber.  I wanted to explore the limits of thickness.  We mostly did not focus on this aspect, and primarily used a 3/32 thickness as we worked out all the other bugs in the system.  Just as we were ready to begin taking data, we took an idea from Canant’s papers, and tried a metal separator.  This worked just fine with no leaking, and definitely greater uniformity of thickness and edge smoothness.  In the end we used three thicknesses, 0.75, 1.5 and 2.25 mm formed by one, two or three layers of 0.75mm aluminum strip.  Although we found that it is possible to create 2D bubbles at least as tall as wide, we found that when the aspect ratio gets higher, we see an increasing frequency of out-of-vertical lamellae due to bubbles with a vertex in between the plates.  In small quantities, these do not seem to affect the nature of the overall foam flow, but they do interfere with the image processing and statistics.  Therefore, we decided to not push the plate thickness too far.
1.6 The Experiment


We set up the equipment with no specific experiment in mind.  We first wanted to see if we could generate a flowing 2D foam.  Once we accomplished this, we considered doing an experiment equivalent to the air injection simulations done by Soma.  At first we experimented with injecting air through a needle at the point where bubbles transitioned from the bubble chamber to the foam cell.  Later we found a glass plate with a 3/8’’ hole in it.  We fitted a plug in that through which we injected a pinpoint source of air.  (Later we switched to a new plate of glass with a 1mm hole drilled through.  This removed any disturbance to the background flow even when we were injecting no air)  What we found in each case is that Soma’s simulation do not actually represent these simple experimental set ups.  In particular, in Soma’s simulations, an existing bubble never crosses the point of air injection.  We found that the only way to experimentally recreate this would be to have some kind of barrier behind the injection point to make sure that all bubbles flow to one side or the other.  On the other hand, we noticed an interesting phenomenon that did arise from injecting air at a single point.  Passing bubbles became inflated and formed a channel that either moved along with the background bubbles or moved through them at a larger velocity depending on the background flow and injection rate.  (See the movies Run10.avi, Run11.avi, Run12.avi)  My judgment call was to decide to make this our experiment since I felt it was both unique and had the possibility of highlighting some important aspects of 2D foam flow.  As you can read in Rebecca’s paper, we created and imaged these channels under 45 different experimental conditions, varying background flow rate, air injection rate and plate separation.  From these images we extracted data on bubble sizes and flow rates.  We were able to graph one combination of these data that appears to collapse them onto a single curve.  I have been trying to form a theory that agrees with this.

One thing we did not accomplish, was to make a thorough study of the threshold conditions for when the injection channel flow separates from the surrounding flow.  Although we took data both above and below threshold, we did not take sufficient data near the threshold to make useful graphs.  It appears that the threshold depends on the background flow rate and the injection rate.
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1.7 Other Explorations

While working out the air injection procedure and assessing experimental options we made observational studies of a single large bubble in the background flow.  One way we did this was to start and stop injecting air.  In this way we could somewhat control the size of the large bubble.  Later we came up with the idea of injecting controlled volumes of air with a syringe.  This came out of a discussion with Benji and Leo in which we were trying to better understand how the pressure-diameter relationship works with bubbles.  It would be interesting to inject controlled volumes of air into a moving or not moving background flow and look at the resulting diameter of the bubble.  We observed that the bubbles are indeed under pressure.  As they passed under the air injection hole they would burst if the hole was open to the outside pressure.  We experimented with measuring the pressure both in the bubble chamber and at the air injection point down the cell.  Dave Sprinkle found us some low pressure gagues.  But we found these to have slow response and require large volumes of air.  Also, we were concerned with contaminating their inner workings with soap.  It seems that we were working with a pressure of 5 to 10 inches of water (0.001 to 0.003 atm) in the bubble chamber.  John Carini found us some lab-grade flow meters.  These did work, and we were able to calibrate them against total volume of bubbles generated.  However, the flow rate of air injection was too small to register, so we did not use them to take data for the experiments.
2 Discussion

2.1 Choice of Experiment

I feel there is still room for discussion of whether to pursue and experimental version of Soma’s simulations.  This was my line of thinking in choosing not to:  Ostensibly (as expressed in the title, abstract and paper) Soma’s simulations were supposed to study fingering instabilities of the RADIAL Saffman-Taylor type, but with a background flow.  I emphasize radial, because the ordinary (hypothetical) Saffman-Taylor instability occurs along an infinite front, while the radial Saffman-Taylor Instability (SFI) originates from divergent flow at a single point.  This is an interesting problem in itself—appropriate for analytical analysis and experiment with Newtonian and non-Newtonian fluids.  Intuitively, one would expect that for Hele-Shaw type flow (i.e. small plate separation) with simple fluids one would see a range of behaviors depending on the background flow rate.


Although Park and Durian experimentally studied a radial SFI with foam as one of the fluids, this was not a 2D experiment.  In their experiment, the foam is really just a type of nonlinear fluid.  This brings up an interesting point:  On one hand, the SFI has not, to my knowledge, yet been studied in a true 2D foam, radial or otherwise.  On the other hand, the radial SFI with background flow has not, to my knowledge,  been studied for any fluids whatsoever.

In the SFI, the two fluids are immiscible.  However, as our experiments reveal, this is not the case for a 2D foam.  What forms as a result of injecting air into the flowing background foam is actually a product of both the air injection and the existing background foam.  This is due to the fact that existing bubbles are crossing the air injection point and becoming inflated.  Nevertheless, this experiment did generate an interesting pattern and seemed to me to be related to some important issues in 2D foam flow.  For instance, the continuous channel formed from the air injection seems a logical extension of Cantant’s large bubbles.  Also the effect of injecting gas into a flowing foam seems likely to have some industrial analog.  Finally, the existence of two state (threshold) behavior, as with Cantant’s large bubbles suggests that the air injection experiment captures something about the relationship between the dissipation scales of friction on the glass vs. bubble rearrangements necessary when the channel moves faster than the background flow.


Therefore, in designing an experiment I was forced to choose between creating an experiment that tried to mimic the conditions in Soma’s simulations, but did otherwise have a clear context otherwise, or go ahead with an interesting experiment that I see as an extension of current work in the field.
2.2 Simulations


To address the issue of matching experiment and simulation, I have begun the process of simulating the experiment we did.  This requires first setting up a background flow of foam, and then increasing the target volume of bubbles which are passing through a certain fixed point in space.  I have been able to do this with the preliminary versions of the python scripting capabilities that Maciej has implemented.  Early results are promising (See the movie LongChannel.avi), but reveal some important issues to address.  One is the relationship between pressure and bubble size in CompuCell vs. the real system.  It is apparent from the simulation movie that the volume relaxes only slowly to its target along the length of the channel, even for very large volume constraint.  In the real system, the volume changes imperceptibly along the cell.  I’m not sure how to fix this in the simulations.  Perhaps I need to include a surface constraint as well as a volume constraint.  This might mimic conservation of total soap film.  The other important issue to address in comparing the simulation to experiment is the bubble drag.  In the experimental system, the drag force on the bubbles is of a very complex nature, depending on both the viscosity and surface tension of the fluid.  Cantant et al. refer to theory and experiment suggesting a force-velocity response proportional to the velocity to a power other than 1.  Furthermore, it is unclear how the orientation of the film to the velocity affects the drag force.  In CompuCell, it seems that the probability of a spin flip allowing a bubble to move would be proportional to the length of the bubble’s surface, thus the force would go as the velocity with an exponent closer to 1.  This difference may not cause drastically different behavior, but we should be aware of the fundamental difference.  As you can see in the simulation movie, the injection channel will move faster than the background flow in the simulation.  I have not explored parameter space enough yet to see if I can also drop below threshold.  I’m currently working on this.  
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2.3 Observations

It seems intuitively correct that the width of the injection channel should be determined by the interplay of dissipative forces in the system.  One thing that we experimentally observed through our data analysis was that the flux of background foam does not change with the width of the injection channel.  If we do not alter the bubble generation (number of active needles and air flow) then, when the injection channel gets wider, the background foam flow rate increases to maintain total flux.  Thus, making the channel wider speeds up the background flow.  However, the wider the injection channel, the slower the channel bubbles can flow.  Since the drag force is greater on the smaller background bubbles, we might expect some sort of compromise that minimizes the total dissipation.  Two other effects may play a role as well.  In addition to the drag against the glass, there is drag between the injection channel and the background flow when they are moving at different speeds.  Also, the drag on a bubble may be greater for films that are perpendicular to the direction of flow.  Large bubbles appear to move faster parallel to their long axes than parallel to their short axes.  Although, another explanation for this could be the nature of how the large bubble moves through the background flow via film rearrangements.
2.4 Future Explorations


The primary future direction for this project is to develop a theory and/or simulations that agree with our observed experimental data.  There are many simple improvements we could make that would enable us to take much better data—especially now that we know what we are after.  It is not immediately clear whether this is necessary to formulate a theory or test against simulations.


A number of further explorations, improvements and projects present themselves.  Mike has some ultra-low volume pressure gauges.  These might allow accurate measurement that would enhance the data.  I think it would be interesting to create a plate with a line of 1mm holes along the length, generate a flowing foam, and then check the assumed linearity of the pressure profile.  Also, if the gauges response time is short, we could measure pressure changes with passing bubbles of different sizes.  I can see many interesting experiments that could be done by manipulating the geometry of the cell.  For instance, we could study a flow of a narrow stream of foam as it inters a large cavity (essentially injection molding in 2D); we could create a cell with non-constant plate separation; we could study a true frontal or radial SFI in a 2D foam.

Some obstacles that we will need to address further is how to achieve better independent control of bubble size, bubble uniformity and bubble production rate.  Depending on the volume of data we generate, we may also need to develop faster algorithms.  Although, a state-of-the-art computer would be many times faster than the one we have been using.
2.5 Theoretical Approach


I have begun formulating a theory that I hope will allow me to understand the data collapse graph (see above, and Figure 9 in Rebecca’s paper).  This graph shows the ratio of channel width to cell width as a function of the ratio of channel flux to background flux.  The theory is based on a simple model for the dissipation and incorporates a number of unknown parameters.  The algebra for the full theory is a bit too much to do by hand, so I have been using the symbolic math features of Matlab to work through it in different ways.  So far, I have not found a limiting or simplified form that works.


We assume that dissipative forces determine the selected width of the channel as an optimal way to accommodate the injected air.  As one limit we can consider injecting an immiscible fluid into another with a uniform (plug) flow field, and a controlled flux.  The injected fluid will form a channel and be carried along.  This channel reduces the effective width of the background flow which must then increase its velocity to maintain flux.  If the two fluids were physically identical, then the channel would adopt a width that allowed the two fields to flow with the same velocity and both maintain flux.  We assume that they would flow with the same velocity since this minimizes dissipation due to shear between the bands.  If the two fluids are different, then their different viscosities should also play a role.  There are two types of viscous dissipation we consider.  Each fluid feels a force proportional to its velocity due to viscous drag against the plates.  There is also viscous dissipation proportional to the localized shear at the interface between the fluids.  The first viscosity dissipates energy in proportion to the total area of fluid, the second in proportion to the length of interface.  Thus the ratio of these two viscosities gives a length scale.  If the fluid in the channel is has less flow drag, then it might want to form a narrow channel and flow quickly.  This would allow the outer fluid to spread out more and flow more slowly.  If the shear drag is large, then this scenario would lead to high dissipation at the interface.  A balance will determine the width of the channel.
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Consider the case of the bubble channel.  To calculate the energy dissipated by the background flow of small bubbles and the channel flow of large bubbles, we will consider the flux of both horizontal and vertical bubble films, and the dissipation they generate.  First we will calculate the energy dissipated by equivalent 
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 regions of small and large bubbles.  If 
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 is the velocity of the background flow of smaller bubbles, then this flow dissipates energy at a rate
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Similarly, the bubbles in the channel dissipate energy at a rate
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Finally, the 
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 contact points between the background flow and the vertical films in the region considered generate shear which dissipatres energy at a rate
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The total dissipated power is
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Making the associations 
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Since we experimentally control the fluxes, not the velocities, we will express the power dissipation in terms of fluxes.  The fluxes of small bubble flow and large bubble flow are
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The system should determine a channel width 
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 to minimize the dissipated power.  However, we still need to remove one parameter that is not a control parameter: the width of the large bubbles, 
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.  The width of the bubble arises from two factors: how much the area of a small bubble fills due to injection, and the selected width of the channel, 
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.  Let the air be injected at a rate 
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.  If the background foam is moving at a velocity 
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Putting this in equation (0.5)

 yields a complete expression for the dissipated power in terms of the experimental control parameters.  The goal will be to minimize this function with respect to the channel height.


This analysis introduces three drag coefficients which are unknown.  In Cantant’s analysis they implied that 
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, although this is possibly contradicted by our observation that large bubbles travel more quickly along their long axis through the background flow.  Also, even without shear drag there should be width selection.  This suggests some limits in which to look for approximate solutions.
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