 COLLABORATIVE DISTANCE LEARNING SYSTEM AND METHOD

Background of the Invention
1.
Field of the Invention

This invention relates to collaborative computing and, more particularly, to a platform-independent, collaborative distance learning system and method. 

Please review the entire specification for accuracy.  I have used bold text, and in most places a marker "tk", to flag areas where I especially thought confirmation was needed.  Many times I follow the marker with specific questions, but of course please don't feel constrained to commenting only where there are tks or only to the specific questions.  I would prefer it if you would comment liberally.  

2.
Discussion of Related Art

Modern computing technology offers a variety of computer-based slide presentation systems.  For example, PowerPoint, available from Microsoft, allows users to construct computer documents having a known internal format which may be used to represent slides or foils.  These computer documents may be printed on to hard copy (e.g., paper or acetate) or they may be viewed with known viewing logic.  Many systems, however, are primarily concerned with the construction of content and not its delivery.  Thus, though interesting foils may be constructed no logic is provided to facilitate controlled delivery and presentation of the foils to a wide audience, or in an interactive manner. 


There has been increasing interest in collaborative systems, which allow multiple users to interact with one another.  Common examples include chat rooms, shared white boards, and the like.  However, these systems are largely  "free-form," relatively unstructured, and, consequently, not well suited to real-world educational models.  For example, a chat room would be an ill-suited vehicle to deliver a structured lecture involving complicated subject matter to a large audience.

tk we'll need citations and copies of all material prior art that you and any of the other inventors know of.  If you know of material prior art that does not have corresponding documentation, please describe it without being gratuitous.  With regard to this latter point on not being gratuitous an example might help.  If you know that certain people have claimed something exists but you don't know whether such a claim is valid, specify that certain claims have been made but not corroborated by the inventors.  The reason we should proceed with such caution is that we mischaracterize the art, for example by saying that it has certain functionality when in fact it doesn't, rforms in ways that it doesn't, we'll be forced to distinguish both over the known system as it in fact exists and over the mischaracterization as well.  

For any of the art, whether identified with documentation or with the above description, please identify the distinctions between the present invention and the art.

There is therefore a need in the art for a collaborative, learning tool that is better suited to real world education models and that is adaptable to new models. 

Summary

One objective of the invention is to provide computer-based learning environments that leverage the existing investment in educational materials, including foils prepared in PowerPoint or other non-collaborative systems. 


Another objective is to provide learning environments that models familiar real-world models, e.g., lecture hall, but which may be extended in useful ways that may be impractical in the real-world, e.g., student anonymity in asking questions, better integration of teaching assistants, inter-student communication in ways that will not interrupt the lecture.


Another object of the invention is providing tools to organize and search for materials of interest.  This allows existing lectures to be more easily found and used and to leverage lectures across multiple courses or universities.  It also allows presentation materials to be leveraged across multiple lectures.

tk I'll add more material later
Brief Description of the Drawings
In the Drawing,


Figure 1 tk I'll fill in
Detailed Description of Preferred Embodiments

An exemplary embodiment of the invention provides  tk I'll fill in after claims are done.
As you'll see, I have several questions about implementation details that are still unanswered.  In this regard, remember that for this portion of the application (i.e., the detailed description of preferred embodiments) we should err on the side of more detail.  When I ask for an explanation of how certain things are working please be as specific as possible, for example, identifying fields in the schema that are used, the portions of code in the templates you provide(d), and the like. The description should be concrete, not abstract.  An abstract discussion may be judged as an "invitation to invent" rather than as a satisfactory description and could have detrimental consequences.  For the application to be valid and enforceable, the specification must describe the invention in a way that enables a person skilled in the art to make and use the invention, and it must also disclose the inventors' subjective preferences in carrying out the invention.  With regard to this latter point, we probably don't need to delve into source code unless there are special "tricks" employed.  On the same point, however, it probably does makes sense to first look at your actual implementation to determine preferences on other features, e.g., logic used (described at a higher level than source code) architecture etc.  For example, we should strongly consider attaching an Appendix of the most current schema and the relevant XML templates for the applications that we discuss.  We should also consider including the TDL definitions, i.e., the definitions for the XML tags, as this will have the logic that accesses the database etc.  If you enforce the patent, you can expect your opposition to want to look at your actual implementation at the time of filing and to use this against you if the implementation differs from the patent's description of the invention.  Thus, in instances where your preferred embodiment differs from the current implementation (i.e., you really would like to implement the invention in a different way than it in fact exists today) please explain the situation by describing how it is done in actuality and how you would prefer to do it (again being concrete).  In this manner we can address the situation appropriately. 

The description of preferred embodiments is arranged as follows.  The basic distance learning model is described first, including a description of educational objects, a preferred database for storing and managing the objects, and tools for creating and organizing distance learning content.  Then, content delivery is summarized briefly to provide some context to the subsequent description of specific application logic for collaborative lecture sessions. After describing the collaborative lecture logic, delivery modes and preferred web delivery mechanisms are described in detail. 


1.
  Distance Learning Model based on Educational Objects 


This section describes how content is organized, stored, maintained, manipulated and created according to a preferred embodiment of the invention.  In this regard, figure 1 uses Rumbaugh notation to describe a preferred (but not limiting) inter-relationship of objects.  Additionally, Appendix A, which should be considered part of the specification, provides a preferred database schema corresponding to these objects and shows a full set of object attributes (or properties).   tk please provide the most current preferred schema.  The last one I reviewed was in relation to the NT embodiment of WW Though many of these attributes have been helpful in distance learning contexts, persons skilled in the art will appreciate that the invention may utilize many variants of the schema without loss of generality.  One embodiment uses the object-relational database (v.7) available from Oracle to implement the schema. 


Referring conjointly to figure 1 and Appendix A, foil worlds are basic units of organizational abstraction.  Like organizations, foil worlds may be hierarchically arranged.  For example, in a university context, the real world hierarchy may be university/ department/ program/ course/ topic/ lecture/ foil.  All or some of these levels may be modeled with corresponding foil worlds.  To facilitate hierarchical arrangement, a foil world object includes an identifier to a parent foil world.  In this fashion, a foil world may be created for a course and identify a higher level foil world such as a program.  A preferred embodiment relates foil worlds and presentations.  In this fashion, a foil world identifier may be used to find all presentations that "belong" to the foil world, though not necessarily exclusively to that foil world.


Presentations are the unit of abstraction for teaching.  A presentation may either be composite (formed from sub-presentations) or be one foil in length.  In the latter case, the presentation contains only one educational objects (EduObject).  tk not clear in NT embodiment's schema how one detects whether or not a presentation is composite.  In the former case, the presentation hierarchy may be traversed until eventually one-foil sub-presentations are reached.  Among a presentation's many attributes are data indicating the manner of how a presentation should be presented, for example, as a lecture or a tutorial, and attributes identifying related forms, or templates used in presenting the data (more below). Is the form identifier supposed to point to the XML form of interest? Also it's unclear whether "the manner information" is used by the logic or whether its merely information.  If it is used please explain. As shown in the schema, a preferred embodiment includes many other attributes that have been found useful for various reasons. tk the schema doesn't list reference count contrary to object diagram. 

A sub-presentation relates a parent presentation, a child presentation, and the location of the child presentation in the list of parent components.  tk explain what's meant by "components."  The schema doesn't include a pid reference to which the parent and child are related, unlike the table relating foil worlds and presentations.  please explain  A sub-presentation may be marked hidden preventing them from being used for presentation to a user. explain hidden  

Educational objects are the basic presentation entity (whatever form of presentation is used, e.g., visual, audio, or otherwise).  Typically, an educational object is a HTML foil, but it could also be an image version,  an applet (e.g., for a simulation), a picture, a video stream, or the like.  In the case of applets, a preferred arrangement includes a table relating applets to educational objects.  Educational objects may be associated with educational Binary Large OBjects  (i.e., blobs).  tk explain how blobs are used with applets; are they the Java Code itself?  Educational objects also include an attribute called display mode which indicates whether the educational object may be shown. For example, some foils must be presented with a corresponding image or meaning will be lost; others can avoid the image with only minor detriment; and others can be shown as text or image without a difference in the information conveyed.  tk it's unclear how this is used in the actual code.  Among other attributes, educational objects include a body segment and a head segment.  These may be used by the templates to eventually form an HTML or image foil; Educational objects also include an identification of a MIME type for a corresponding EduBlob tk explain why needed and how used; i suspect that non- foil objects are sent according to one of the mail protocol (please specify) where the edu blob is intercepted and routed to an appropriate player based on the MIME type but please confirm; also explain how the players are booted etc; a foil number tk schema explanation was unclear; and an identification of a corresponding source for the educational object.  Educational objects may also be associated with audio clips.  Preferably, an audio clip completely corresponds to a corresponding foil, so that foils may be more easily arranged into different presentations. 


Educational blobs are educational object-specific.  A preferred arrangement includes a table relating EduBlobs with educational objects.  They may, for example, contain audio or video data  to be processed by a ??? application referenced by the educational object.  Tk explain in detail as I'm speculating with the above 

User objects organize data about a user.  Among other things, a user object contains information about the user account, such as a login name and password.  User identifications are used in several table relations, including tables relating user identifications to foil world access privileges, to source files (more below), to add-ons (more below), and the like.  Users may also be related to presentations and educational objects to identify authorship or the like.


 Source objects contain information about source files which were used to generate associated educational objects.  As outlined above and further described below, one of many desirable features of preferred embodiments is the ability to exploit existing content.  Many lecture foils have already been created with existing foil-creation systems, such as PowerPoint, available from Microsoft.  Moreover, new foils may be created with these well known technologies.  Source objects are used to collect information about the source files which were used to generate corresponding educational objects.  As described below, preferred systems include tools for converting such foils into educational objects.


An add-on is related to a presentation and includes information indicating how the add-on should be displayed. Add-ons may be related to presentations or foils.  tk Rumbaugh notation only shows a relationship with a presentation. please explain.

Foil worlds, presentations, and educational objects have table relations with color objects and images to specify default values for background colors, iconic images and the like.  As will be explained below, when the content is being presented preferred embodiments use predefined rules for choosing which default to use; e.g., use foil world values if defined; if not use presentation values if defined; if not use user values. tk not clear this is done in templates

The database schema allows general properties to be defined and thus makes the schema flexible.  The general properties may be used to identify and name an application that should be used to play sounds, to name a HTTP server or other content server on a per user basis, and to provide a connection ID to an HTTP server.


The above database arrangement stores various educational object properties in the database.  Alternative embodiments store the attributes in the educational object itself.  For example, one desirable embodiment stores foil properties in HTML versions of the foil as META tag data.  This information may be queried by presentation logic, or alternatively, the HTML version may include script logic for iterating over the tags and providing the information to the application logic using the foil (this technique is called self-defining objects). tk templates hide this aspect, if it is done.  Thus, if it is done, explain in context below when discussing logic

A preferred embodiment of the invention includes importing tools to convert existing content into an appropriate form for the system.  For example, a foil prepared in PowerPoint or RTF format may be converted into an HTML form.  The importing tools store the data in the appropriate form in the database, including storing information about the source files used to generate the content.  In this fashion, existing content need not be wasted and instead can be organized and delivered with embodiments of the invention.


A foil world manager allows foil worlds to be created, copied, moved, renamed, deleted, and emptied and to have ownership established.  A presentation manager allows presentations to be composed from educational objects, other presentations, and newly imported data.  It also allows elements of one presentation to be copied to another one, presentation renaming, and deletion.   The managing tools also allow access rights to be granted to users and to edit corresponding meta data for presentations, foil worlds, and users.  Maintenance tools include tools to load images and icons that may be used for backgrounds and the like.

2.  Overview of Content Delivery

A preferred embodiment of the invention delivers educational content in a collaborative manner.  One embodiment is web-based in that the viewing of data is via conventional browsers (e.g., Netscape version ??) and the content is supplied with web technology, such as HTTP servers, servelets, and XML templates.  Another embodiment provides content from file server technology.  In this embodiment, the viewing may still employ conventional browser arrangements, but the file server aspect allows the content to be stored locally and thus have lower expected delivery delays.  Yet another embodiment employs combinations of the above.  In this scenario, some portions of a collaborative session may have their content served by a local file server whereas others may be served with HTTP servers.


A preferred embodiment of the invention operates as follows.  Referring to figure 2, there are two types of collaborating applications in an overarching lecture application: a professor application, or professor logic 202, and student application(s), or student logic 204 a-n.  The applications 202, 204 a-n communicate with one another via a collaborative backbone 206 that, among other things, allows applications to send application-specific events to one another and that supports collaborative sessions, rooms, and communities.  (A later section will describe other functionality of a preferred backbone and how that functionality is desirably exploited in preferred embodiments.)

3. Professor Logic

A preferred embodiment of the professor logic 202 operates collaboratively with remote student logic 204 a-n.  Putting aside for the time being configuration details involved with the collaborative backbone 206, a professor (i.e., a highly privileged user) enters the virtual class room with login information, such as a login name and password.  The room logic determines that the user has professor privileges and initiates the professor logic, which is a special set of control applications and applets to operate in the virtual class room.


Under a preferred embodiment, the virtual class room corresponds to a foil world.  The start-up logic in the professor logic accesses a first XML template ("foil world template") using the corresponding foil world as a parameter.  The foil world template dynamically creates a corresponding HTML page ("foil world page") having a hierarchical arrangement of hyper-links to sub-foil worlds and presentations associated with the selected foil world.  (A sub-foil world is lower in the hierarchy, e.g., foil worlds of a lab section within a given course.)  At a minimum, the foil world page is presented to the professor's browser. A preferred foil world template traverses the nested structure of foil worlds in the database to create a foil world page. 


Selecting a presentation link (e.g., from a foil world display) activates a second XML template ("presentation template") that dynamically creates a corresponding HTML page having information that is related to the presentation ("presentation page").  At a minimum, the presentation page is presented to the professor's browser. A preferred presentation template traverses the database and uses XML logic and other controls to create a presentation page that includes


1.
basic search controls to search tk ?? unclear from template comments;  


2.
the presentation's author, related event, event date, modification date, and the like;


3.
an abstract of the presentation; and


4.
an enumerated list of hyper-links to image and HTML versions of the foils in the presentation. tk just to be clear please explain the difference again.  HTML as the term is used in the templates seems to imply text only! It's not clear whether image is meant to refer to image only or composites of text and image.  Also its not clear how the display mode control is used to preclude or force selection of certain versions or whether it is used as an informational flag to the user only
A preferred presentation template traverses the nested presentation structure, described above, until it reaches leaf, one-foil sub-presentations associated with the selected presentation.  The leaves correspond to the foils.  tk still a little unclear on how precisely the nested structure is used A preferred presentation template determines whether there are associated sound files or annotations and if so assigns a corresponding identifier tk not clear from template what happens next.  Also not clear what's going on with "full search" at the end of the template.


Once a presentation is displayed, a professor may select one of the foil links (either corresponding to the image version or the HTML version). In the case of selecting a link to an image version of a foil, a third XML template ("foil-image template") is activated with parameters identifying the presentation and the foil.   A preferred foil-image template uses XML logic to access the database and construct an HTML page ("foil-image page") having information related to the foil, including


1.
the foil's author, related event and event date, and title;


2.
a hyper-link to an HTML version of the foil (more below);


3.
a next foil control;


4.
a previous foil control;


5.
a hyper-link to the presentation index;


6.
the foil image.

The next and previous controls hyper-link to the foil-image template, passing parameters identifying the current presentation and foil and identifying whether the direction is previous or next.   tk unclear how next and previous implemented; they both use the same fid and pid with the only parameter difference being image name.  imagename in turn is not used by the foil-image template in displaying the image. Also seems that previous is limited to previous in the list and not in fact (professor may be jumping around in the presentation.).  Also not clear what's going on re nobulletsifgif; likewise what's done if an annotation or sound is detected;  Also unclear what's being done with display mode.  Also, no mention is made of other things that go on "under the covers" regarding sending URL messages in response to selecting a foil.  I imagine this is because the XML templates provided to me are solely concerned with constructing pages for the professor, but I need some description of how at the professor's side it determines what message to send to students.  It seems that there must be some mechanism for trapping the browser action that selects a foil, i.e., that the links involved don't merely open the linked page but that they also cause the backbone to send a message.  We need to describe how it's done.  I can also imagine various architectural arrangements for sending the messages, but we'll need to described the preferred way(s).  For example, I can imagine that the content server/template is registered as a session participant as well as the students.  In this way the content server and the students receive identical messages from the professor.  I also can imagine that the content server is not a session participant but sits off relatively independently.  Moreover, none of the documentation explains what's included in the application-specific message, how it is specifically sent (i.e., is it buried in the code of one of the XML tags for a WW_LINK?); how the student logic uses it to cause its display (e.g., it seems that the student will use a different set of XML files as they don't have indexes displayed and from my understanding don't have the other controls such as next and previous.).


In the case of selecting a link to an HTML version of a foil, a fourth XML template ("foil-HTML template") is activated with parameters identifying the presentation and the foil.   A preferred foil-HTML template constructs an HTML page ("foil-HTML page") having information related to the foil, including


1.
the foil's author, related event and event date, and title;


2.
a next foil control;


3.
a previous foil control;


4.
a hyper-link to the presentation index (described above with reference to the second XML template);


5.
the foil text.

 tk what does ww_missing do? why no link to the image version?
tk the following section is speculation based on what I think happens. 


Preferably, the logic that creates the navigation controls ( e.g., next and previous links) analyzes the current foil's properties before displaying a control.  For example, if a current foil is the last foil in a presentation then no "next" control is displayed.  Likewise, if the current foil does not have a parent foil, then no "previous" control is displayed. 


As outlined above, a presentation and/or its foils may be accompanied by corresponding audio clips.  tk explain how triggered.  Likewise explain applets and other objects use
tk please add other material or significant details I have omitted.  I was working with documents having only limited detail on implementation specifics (they mostly explained what the system can do, not what it in fact is).  For example, none of the materials I received explained anything regarding causing the various displays to occur in different frames though I believe that's the way the preferred embodiment operates.  Please describe how the HTML pages are directed to the appropriate frames given that they are initiated from a different frame than the target.
4. Student Logic

tk this section is speculation as I have received no detailed documentation on these aspects  A preferred embodiment of the student logic operates collaboratively with the professor logic.  Putting aside for the time being configuration details involved with the collaborative backbone, a student (i.e., a less privileged user) enters the virtual class room with login information, such as a login name and password.  The room logic determines that the user has student privileges and initiates the student logic, which is a special set of control applications and applets to operate in the virtual class room.


Under a preferred embodiment, after entering a class room the student waits passively.  The professor logic then uses its remote application start and terminate privileges to start the student logic, e.g., for the lecture application. 


Once the application is started, it waits to receive application-specific event messages from the professor logic.  After receiving a message, the student logic extracts the URL and parameters and sends a message to a content server.  The content server can be a HTTP server identified in the original message, a local HTTP server associated with the student, or a local file server.  The content server is related to the user in a database table.  The message to the content server identifies an XML template and corresponding parameters.  The type of message will depend on the content server.  For example, in the case of a HTTP server a conventional open page message to the XML template is used.


The student logic includes message re-mapping logic.  Re-mapping logic may re-map the URL provided in the application-specific message to a URL corresponding to a known local HTTP server having the necessary content of interest.  It may also re-map the request to a file server.  Likewise, it may re-map the request so that a different template is used by the student.  For example, a preferred embodiment allows the student to select and annotatable whiteboard that allows the corresponding foil to be displayed but which allows student annotations to be associated with a given foil or presentation.  tk how is whiteboard implemented with XML files The annotations are created at the student logic side, but may be stored in the database for later retrieval by the student.  Re-mapping of templates also allows a student to select a less bandwidth demanding template, e.g., HTML version.  tk still confused how the information is used which identifies whether an image must be displayed, should be displayed, or not necessary to display.
 
Under a preferred embodiment of the invention, the student logic includes a "raise hand" control under which a student may send application-specific messages to the professor.  The message may be used to indicate whether the student is following the lecture, with full, partial or no comprehension.  Messages from students may be processed by the professor logic to flag such comprehension to the professor, and in response, the professor may decide to repeat the presentation of certain foils, to introduce different foils, or to take other corrective measures.  tk need to know preferred way of doing this.

Additionally, the student logic includes logic to annotate given foils.  How are annotations formed (e.g., Word?) and submitted to update the database.
5.  Delivery Modes

tk this section is speculation as I have received no detailed documentation on these aspects  The collaborative learning applications may employ one of several delivery modes.  A delivery mode essentially describes how content is shared among the collaborators.  The above lecture logic for example follows a delivery mode under which the professor acts as a master to control the content viewed by students but which also allows some manipulation of the viewing (i.e., mode 4 below).  Lecture logic can seemingly fall under modes  1, 4 or 5.  Which way is it and explain? 

Applications may choose a delivery mode from the following:


1.
replicated display SYMBOL 196 \f "MS LineDraw" master copy of display is replicated to all other registered clients who cannot change it.


2.
replicated application SYMBOL 196 \f "MS LineDraw" master copy and object definition is replicated to all other clients who cannot manipulate it.  Event sharing is used to replicate information about the master copy.


3.
common SYMBOL 196 \f "MS LineDraw" all registered clients can update a single copy of data.


4.
separate SYMBOL 196 \f "MS LineDraw" each registered client getting a separate copy of the object with the object being chosen by a master.  Registered clients can individually manipulate their copy of the object.


5.
partial SYMBOL 196 \f "MS LineDraw" each registered client gets a separate copy of the object with the object being chosen by the master.  Some properties of the object are controllable via event sharing whereas others are set independently by each client.

tk not clear where the above information exists in database.  Is this the presentation field in the presentation table?  Also, it's not clear how it is used by the application logic.  Some of the modes seem to clearly imply that the applications need to manage locks on the data to maintain coherency.

With regard to this latter point of how the modes are used, we have to clearly describe how preferred application logic uses the mode information.  This will need to be explained for the lecture logic as well as for other applications that we choose to describe.  So far we have focused just on lecture logic but the existence of delivery modes implies that there are other novel applications in the distance learning system that we should describe. (This doesn't mean that you currently have an embodiment up and running for these other applications but it does mean that you have conceived such applications in sufficient detail that you could implement it if you wanted to. ) We will need to describe these other applications if you want to get coverage for these specific delivery modes.  Just stating that the information is storable and available to be exploited will not be enough.  You cannot get a patent on a collection of data, but you can on the use of data.
In the next draft (which should be final or near final) I'll probably want to include flow charts describing the interactions involved with the described applications, e.g., lecture. 
6.  Collaboration Backbone Logic

A preferred embodiment of the invention uses a collaboration backbone described in U.S. Pat. Apl. Ser. No. 09/017,840 to Podgorny et al., entitled Platform- Independent Collaboration Backbone and Framework for Forming Virtual Communities Having Virtual Rooms with Collaborative Sessions, filed February 3, 1998, and assigned to the assignees of this invention, which is hereby incorporated by reference in its entirety.  This backbone is summarized below for the convenience of the reader.  


As explained in the identified and incorporated patent application, the preferred collaboration backbone among other things provides a predefined protocol, a collaboration server and client-side logic that allows applications to be built on a virtual room and community paradigm.  A detailed understanding of the protocol is not needed to understand the preferred embodiments of the instant invention.  It is believed that, given the description in the incorporated patent application, a programmer of ordinary skill can easily use the backbone's API to cause the necessary messages to be sent, e.g., URL messages, remote start and terminate messages, tk others, that are used by embodiments of the invention. 


Under this paradigm, a session is the basic unit of collaboration.  A session includes interacting, collaborating application  instances each potentially operating on separate computer nodes on a network.  The application instances may be dissimilar but they are compatible in that they communicate according to a set of application-specific messages sent via backbone 104.  In the above example, a session comprises a lecture application having a professor instance 202 and at least one student instance 204 a.  Likewise, ancillary chats, simulations, and video-conference applications are collaborative sessions.


A room provides a common look and feel and a common access and login policy to the room.  Typically, a room includes a related set of applications that may be used to form sessions in the room.  For example, a virtual class room may contain professor logic (invocable from a privileged user), student logic (invocable by less privileged users), chats, simulations, video conferences and the like.  A room definition may specify the set of "allowable" applications that may execute in the room.   


Rooms may be organized into communities, which provide another level of commonality, such as common user-authentication (e.g., university, course).  A user may change rooms freely within a community (e.g., lecture room to lab room).


 Sessions, rooms, and communities have "privileged" users.  The privileges allow the users to control access or joining to sessions, rooms, and communities and allow privileged users to control certain locks and other critical resources that may be used directly or indirectly in executing applications forming a session.  For example, a professor will be a privileged user able to control access to a given virtual class room and to lecture sessions therein.  Likewise, the backbone supports remote starting and termination of applications.  This allows a preferred embodiment of the professor logic to remotely start and terminate the lecture application's student logic at student sites. 


Entering a room initiates a start-up application that at a minimum causes a room-specific start-up application and client-side collaboration logic to download and start and to cause the room application to connect to the collaboration server.  The start-up logic may be extended to include instance specific procedures.  tk explain special configuration and start-up logic for the lecture application and for other applications if they are to be included as outlined above.

Figure 3 shows a preferred backbone arranged with applications in more detail.  The backbone 204, outlined above, includes client-side demons 320 a-b and collaboration server 340 for routing application-specific and collaboration-specific messages to the appropriate entities.  As shown, the backbone may be used in conjunction with content servers such as HTTP server 345  and with applications that may be implemented as a combination of control applications, e.g., 325 a-b, applets 330 a-d and stand alone applications 334 a-d (more below) A preferred embodiment of the invention uses a database 342 (described above) that is used in conjunction with the content server 345, but this database may also be used by collaboration server 340, for example, to obtain user information.  Under a preferred embodiment, collaboration messages are based on TCP/IP, and the database 342 supports ODBC communication.  tk confirm  Though Figure 3 shows only one content server, as a HTTP server 345 interacting with database 342, the database and HTTP servers may actually be distributed, replicated or mirrored, depending on the implementation.  Moreover, the actual number of clients, servers, and HTTP servers is implementation-specific.


An exemplary client 310a has an operating environment 350a containing applets 330a-b, browser logic 315, and control logic 325a, all in communication with a demon 320a.  The demon, in turn, is in communication with stand-alone application(s) 335a-b executing outside of environment 350a.  Every client 310 is expected to have a demon 320.  However, the combination of control logic 325, applets 330, browser logic 315, and stand-alone application(s) 335 is implementation-specific, as is the actual logic of these entities.  ("Application," unless prefixed by "stand-alone," refers to a stand-alone applet, embedded applet, JavaScript applications, or stand-alone application.  A stand-alone applet executes in a stand-alone frame derived from predefined Java class "java.awt.Frame".  An embedded applet executes within a HTML page, meaning that the applet executes in a frame provided by the browser.  The use of embedded applets allows the possibility of having several totally independent applets executing in independent sessions inside a single window.) 


Browser logic 315 provides the environment 350, starts the demon 320, and provides a communication infrastructure for the entities within the environment 350.  An exemplary implementation uses the known Netscape Navigator browsing logic 315 and environment 350 with LiveConnect technology to allow communication among entities in environment 350. 


Demon 320a is a communication nexus at the client-side.  It is responsible for sending and receiving various messages from the applications 330a-b, 335a-b and control logic 325 and sending them to the collaboration server 340.  It is also responsible for receiving messages from the collaboration server 340 and routing them to the relevant entities.  The demon maintains local copies of system state, some of which is modified during the processing of certain messages.


An exemplary embodiment constructs the demon 320 from an applet embedded in a HTML page for the room.  Upon accessing the relevant page, the demon initializes (more below).  As part of the loading and initialization, the demon applet reads parameters contained in the HTML page, one of which identifies the location of a room configuration file. The room configuration file includes the room name, the URL pointer of the collaboration server 340, the URL of a community configuration file, and a list of predefined applications for the room, including control logic for the room.  The community configuration file in turn includes the name of the community, a list of rooms in the community, the login policy of the room, and the URL of a login applet to implement the login policy.


The demon reads the location of a login class from the community configuration file, instantiates the class and calls the login method.  The login class waits for the user to provide data (e.g., username and password) and indicates to the demon that the data is available.  The demon reads this data, compares it with a user authentication file in accordance with the user authentication policy specified in the community configuration file and decides whether it may proceed with entering the room.  If the user is allowed in the room, the demon establishes a connection to the collaboration server 340, instantiates and connects to the control logic specified in the room configuration file, terminates the login class, and launches the predefined applications (including the issuing of the necessary request messages to the server). 


Under a preferred embodiment, login information may be stored in the database 342 and be accessible to the demon.  The predefined applications can include the lecture logic (both student and professor, tk others

Among its various responsibilities, the demon 310a causes the loading and starting of the applications and control logic, optionally in cooperation with the HTTP servers. (Other embodiments, such as for Explorer browsers, available from Microsoft, may use known alternative logic to implement demons, applications, environments, and the like, or they may use alternative techniques for the Navigator environment, such as by using plug-ins.)



The applets 330a-b and the stand-alone applications 335a-b are the actual entities that will collaborate with other applications 330c-d and 335c-d executing on another client 310b.  That is, these are the entities that form the collaborative distance learning application.  tk explain implementation of preferred embodiment; e.g., professor logic implemented as javascript in room page and has applet for sending url-message??? student logic implemented as ???

Control logic 325 is responsible for session management and floor control.  For virtual classrooms, floor control will include the following session management and floor control functionsl:


1.
entering and exiting rooms (e.g., changing rooms);


2.
joining an existing session in a room;


3.
launching a local or remote application;


4.
terminating a local or remote application;


5.
controlling entry and exit to rooms with permissions;  and


6.
controlling the joining and terminating of a session with permissions.


The control logic 325 is also responsible for providing an interface to the user to display relevant information and to allow the user's initiation of collaborative actions.  This user-interface is room-specific.  An exemplary embodiment of the system provides a control application 325a for the professor logic and different control logic for the student instances. 


An exemplary embodiment of the invention implements the control logic 325 as a downloadable applet, associated with a room page.  This applet (or applets) is started by the demon 320, during startup.  Moreover, the startup procedure will also specify room-specific information that may be used by the control logic 325 to establish the room-specific user interface.


The demon 320 communicates with the applications 330a-b and 335 a-b and control logic 325 through defined interfaces, described in the identified and incorporated patent application.  It is through this interface that the applications 330a-b and 335a-b can cause the demon 320a to send to the collaboration server 340 application-specific events and shared variable messages to share critical data in a coherent manner.  It is also through this interface that the control logic 325a can cause the demon 320a to send messages to implement the session management and floor control functions.  Likewise, the demon 320a uses this interface to route any messages it receives to the relevant entities.


 The applications 330a-b and 335a-b and control logic 325a register their respective communication interests with the demon 320a.  An exemplary embodiment uses "control-types" to enumerate sets of messages, or correspondingly to enumerate interest in respective sets of messages, as follows: 


1.
Receive all control messages;


2.
Receive no control messages;


3.
Receive information about users in a session;


4.
Receive information about all sessions in this room;


5.
Receive information about all changes in this room, e.g., users entering



and exiting;


6.
Receive information about locks with scope larger than session;


7.
Receive information about controlling a session (i.e., "Active Session"   
registration);


8.
Receive information about controlling room activities (i.e., "Active   
Room" registration);


9.
Receive information about controlling locks.

The demon 320 analyzes received messages and forwards them to the relevant registered entities depending upon their registered interest and the type of message received;  application-specific events are distributed based on particular identifying information in the message, called session identifiers (more below).  tk what details re professor and student

In the opposite direction, a message is taken from an applet's or application's communication interface and passed to the server.


The collaboration server 340 is a system-level communication nexus.  It is responsible for communicating with all demons 320a-b, for all rooms serviced by the collaboration server 340, and for maintaining data structures reflecting the state of the system.  


The collaboration server 340 receives messages from the demons 320 and transmits messages to them.  Some of the messages involve relatively simple responses by the collaboration server 340.  For example, an application-specific event, when received and processed by the server, will cause the server to send that event to all demons having an application belonging to that session.  Thus, in a lecture session, discussed below, professor logic can send an event to the server and have that event transmitted to all other demons involved in the session, i.e., all demons associated with students.  Other messages involve more sophisticated behavior.  For example, some collaborative control actions may involve a series of negotiations that need to be performed among many demons.  For example, changing a room may require permission to enter the room and to join automatically-started predefined applications in that room.  These responses and negotiations are discussed in the patent application identified and incorporated above.


The collaboration server 340 also maintains locks and shared variables used by the system and the applications.  Locks and shared variables are used to keep the associated information SYMBOL 147 \f "Normal Text"coherent.SYMBOL 148 \f "Normal Text"  Some of the locks and variables are created automatically by and used by the system.  For example, when an a user causes the creation of a session, the system automatically creates join and terminate locks, which are used to control joining and terminating a session; likewise enter locks are created automatically for rooms.  Other locks and variables may be created and used by the applications; the creation and use of these locks is implementation-specific, but it is expected to follow the protocol of the system.  The information for these lock and variables is gathered and maintained during the processing of certain messages.  The server consults the state to perform the necessary actions in response to a message.  For example, when a message is received to terminate an application at a remote demon, the server checks that the requesting demon holds the terminate lock for that session.


The HTTP servers 345a-b are in communication with the clients 310a-b.  The servers are responsible for providing applets, defined data for those applets, and other content.  This other content is obtained XML templates operating on the HTTP server, which in turn obtain information from the database 342.

9.  Other embodiments and variants

tk In this section we can further identify and explain other embodiments of the invention that are not necessarily preferred but which should still be considered in the scope of the invention.  I provide some example below, but you should add liberally here

Under the above embodiments the professor logic accesses the content server to construct an index of foils corresponding to a selected presentation.  Alternatively, the index may be pre-defined.  


Other collaborative sessions, such as video-conference, or chats, may be used in the virtual class room.  For example, chats may be constrained to be inter-student or between a student and a teaching assistant.  This would allow the lecture to continue with minimal interruption to the professor or other students, while allowing a given student alternative vehicles for seeking alternative explanations of the subject matter during a lecture.  tk explain what needs to be done to turn a conventional chat into the types suggested

The raise hand control identified above can serve new roles.  For example, statistics may be kept to identify which foils cause the most confusion


Having described an exemplary embodiment, it should be apparent to persons of ordinary skill in the art that changes may be made to the embodiment described without departing from the spirit and scope of the invention.

What is claimed is: 

tk I'll fill in
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