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1.0 Introduction 

George Eastman launched a new era in photography with the phrase, “You push the button, we do the rest.” Now photography is so popular that consumers acquire large numbers of images over the course of a lifetime. These images are often stored in "shoeboxes" that are rarely looked at. Occasionally the images may be put into albums, but more often they remain unused and unseen for years. As a result of this, the images are often hard to find when the consumer does want to share them. 

Today, consumers are using an increasing variety of media to capture important moments and events in their lives. Video cameras are commonly used to capture a baby's first footsteps and recorded words capture a grandmother's autobiography which then can be converted to DVD. Children create artwork to scan and send it to relatives. Sales of genealogy software products are soaring. The increasing desire to create home movies with a mixture of media types is widely reported.

The proposed Self-Organizing Shoebox (SOS) will contain this media content -- from the past, the present, and the future. It is an intelligent multimedia storage system that will manage all still and dynamic media, with multi-channel sound. The SOS will support browsing and easy access to all content and ancillary information supporting story development. The SOS will include a level of intelligence that enables the Shoebox to automatically organize the user’s content into a meaningful structure. The system will also allow the user to organize content manually if they prefer. Shoebox servers will provide Internet access to all related databases in the community of interest.

Our intent is to build a common framework for developers and users to access and store content in this intelligent multimedia repository. Agent technology incorporated into the Shoebox will enable users to personalize content organization for reliable browsing, search, and retrieval, and will automate difficult, repetitive, and time-consuming tasks, such as feature extraction and content indexing. The SOS will become smarter, easier to use, and better at self-organizing as it acquires more information and assists the user over time. Thus, the Self-Organizing Shoebox will remain true to George Eastman’s vision: “You push the button, we do the rest.”

2.0  Self-Organizing Shoebox (SOS) Overview

· SOS will be a system that seamlessly supports content storage, organization and indexing, search, retrieval, sharing, and protection. It will contain the following components:

· A multimedia repository that stores media items and multimedia documents. A wide range of media types will be supported, including still images, full-motion videos and animations, and several forms of multi-channel sound, such as music, speech, and sound effects.
Default to XML Pages on client machines
· A metadata database that stores and organizes the metadata associated with each element and multimedia document. Metadata is information about, derived from, and added to media, such as date and time data, file size information, descriptions of the subject matter and objects in a scene, and annotations. Users can define and store metadata relationships across media items and multimedia documents to create stories. Media is accessed through the metadata layer, which contains pointers from the metadata to its associated media items and multimedia documents.
Again XML
· A middleware layer of services which organize, index and annotate, search and retrieve, protect, and share multimedia content. Each service will be aided by intelligent software agents who learn about users' behaviors, preferences, and content. The services will also manage billing and accounting, communication with the Internet, and network access to other Shoeboxes.

· The server component of the Shoebox allows users and developers to interact with the multimedia repository and metadata layer, and with each service. The server processes content requests from clients, then returns media, metadata, and other information in response to the requests. 
Called a web-linked database  with some sevices? Again XML Queries
· The Shoebox Protocol defines the structure and syntax of Shoebox server requests and responses.
Why Special. XML wire format, HTTP Or IIOP
· An SDK for clients to access and query Shoeboxes and interact with Shoebox services. The SDK will translate requests into the appropriate protocol syntax, send them to Shoebox servers, and return the proper responses.
· As a client-server architecture, the Shoebox will include client software for local Shoeboxes that implements simple browsing, search and retrieval, and interaction features. A software developer can also produce application-specific client software for end-users to interact with the Shoebox's content and services. Examples of Shoebox clients include storytelling applications, family albums and genealogies, applications to create greeting cards and gifts, and graphics applications. 

Shoeboxes can be distributed and networked, functioning as local Shoeboxes or remote Shoeboxes, such as Kodak Online Shoeboxes which can store, protect, backup, and exchange large content collections. By managing network accounts and network access, users can establish virtual Shoebox communities and easily exchange content over the Internet anywhere and at any time.
Why do I need Kodak to run a database?
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Figure 1. Self-Organizing Shoebox system diagram

3.0 Assessment of Current Technology and Systems

With the explosive growth of the Internet and the proliferation of content, software systems for managing content collections are very popular right now. In today's marketplace, there are many commercial content management systems targeted at the consumer market. The basic features of these systems are described in detail in Appendices B, C, and D. In general, most of these commercial systems simply allow users to organize and index images in digital albums or databases, which do not satisfy or support users' real needs. 

In several surveys, consumer customers have told us that they do want to organize and share their content digitally, but they find current content management software to be too time-consuming and tedious to use. Because few systems support multimedia content management, users cannot store all of their content in one place. When users can store content, it is difficult to identify for fast retrieval. Keyword metadata takes too much time and effort to define and enter and users are often forced to input metadata repeatedly for related media items. If users do add keywords, they do not reliably retrieve the content they want.

Typically, content organization structures are inflexibly defined in applications, with little or no support for personalized organization. If a lot of content is stored, browsing easily becomes overwhelming and little functionality is provided for the user to create meaningfully structured contextual views or switch browsing modes. Users want the flexibility to organize, browse, and search for content in ways that make sense to them. 

Users also want to create and store annotated stories that consist of integrated media items with rich semantic ties. With commercial content management systems, it is difficult to define and store semantic metadata relationships across media items, let alone define and view related media items. Although users feel that speech annotation would be useful, especially if annotations are stored when moments are first captured, it is not yet widely available. Users are limited by current input technologies. 

It is still too difficult to exchange content and stories with others, anywhere and at anytime. In current systems, there is little support for readily exchanging and sharing content across systems, applications, networks, and servers. Storage capabilities, metadata structures, and accessibility widely vary. 

Users want to feel that their content assets are safe and secure, especially online. They want to be able to control and share access simply, without having to become skilled system administrators. And, they want to preserve data integrity, with no data loss.

Although few commercial systems targeted at the consumer achieve the goals we've defined for the Shoebox, several systems currently being developed in industrial and academic research organizations aim to solve many of the problems we are addressing. An overview of these systems is provided in Appendixes B, C, and D. In general, the technology trends are to develop more "intelligent" systems that learn about users, the tasks they perform, their content and metadata, and their organizational structures. For instance, recent technologies incorporate intelligent image understanding, which facilitates more comprehensive search and retrieval. Another significant trend is toward the development of metadata description standards, which will make it possible to share, re-use, and combine metadata across media items and database repositories.



4.0 Customer Requirements 

4.1  Accessibility

Customer Needs:

· Have one place to store all content for safe keeping 

· Easily locate content and provide rapid retrieval.

· It must be easy to construct search statements. Users will not be interested in mastering specialized search syntax to query the Shoebox. The user interface to the search engine must be intuitive enough to require no specialized training or instructions. 

· The search engine should reliably return the desired content at least 80% of the time. This will require the search engine to intelligently parse the user's query request and give them what they are looking for, even when it's not exactly what they asked for. If the user's request is unclear, it is preferable to prompt the user for clarification rather than retrieve the wrong content.

· Retrieving content stored remotely by Kodak must be fast and efficient. While this is in many ways dependent on Internet connectivity (beyond Kodak's control), customers will expect performance as good or better than other systems they use for retrieving information over the Web. These include typical WWW search engines. Response time can be expected to have a strong relationship to user acceptance.

· Define a "personalized" system for organizing content that makes sense to users.

· The system must become easier to use over time as it acquires more information about its users and their preferences for content organization. 

· Find and share content easily.

· Share content in a variety of forms.

· Share in e-mail.

· Share in print.

· Share content collections.
· Share across the Internet.
Solution: 

· A Kodak consumer media repository, i.e., the "Electronic Shoebox," that will index and store a wide variety of consumer’s multimedia content including still photos, video clips, audio clips, and digitized home movies. 

· New content will be indexed automatically to relieve the user from the burden of taking the time to index. This will be done in a way that makes retrieval of content easier later on.

· A search method that combines metadata-based indexing and visual searching techniques to make it possible to easily, quickly, and reliably retrieve content from the repository. 

· Remote access to the repository using the Internet to ensure that users can access their content from anywhere in the world and to enable sharing. 

· An open architecture that allows Kodak and third-party developers to write applications that retrieve content from the repository for the purpose of creating stories and collections or sharing content electronically. 

· An intelligent user interface that learns about the user's preferences for organization and assists them while adding new content to the repository. 

· Local storage or caching of frequently accessed content for faster access time. 

4.2  Protection

Customer Needs:

· Content must be safe and secure, i.e., password -protected and backed up regularly. For many people, personal media is a key family asset and important for defining their legacy. 

Solution:

· Access to the repository is password protected. Customers can establish a virtual Shoebox community that allows them to give other access to their content. Users can control what content is public (i.e., shared with authorized users) and what content is private. 

· Kodak will offer a service through which consumers will be guaranteed data integrity and protection against technology obsolescence. This means that Kodak must provide backward compatibility to legacy content or translate data free of charge.

· Customers can optionally store all of their content locally. They will have access to all functionality for automatic indexing and easy search and retrieval, but will not benefit from sharing and automatic backup features of the remote (Kodak-based) repository.

4.3  Capturing Story Content

Customer Needs:

· Storytelling capability, i.e., the ability to create and save memories in terms of stories. Stories add meaning to content. Users can save and retrieve story structures.

· Date, time, and place information is fundamental for describing stories.

· Data necessary for piecing together a story must be accessible. It must be possible for stories to be told without the original narrator present.

· People consistently use content to record the major events of their lives. Capturing story content through annotation can lead to a richer experience when reviewing those images at a later time.

Solution:

· Extract as much information as possible from content to produce metadata when the user inputs content into the repository. Extract this information automatically to facilitate limited user intervention.

· Design a method for capturing rich annotation when content is input to the Shoebox. Utilize advanced UI technologies like avatars and continuous speech recognition as appropriate to make this process easier. Make the user interface easy and fun. The interface must not be just easy to use (i.e., intuitive and efficient), but it also must be fun in order to motivate users to annotate and ultimately enrich the process of working with pictures digitally.

· Allow users to document their memories in terms of stories that include images, audio, and possibly other forms of content. 

· Store these stories in the Shoebox so they may be retrieved at a later date for editing and viewing anywhere and at anytime.

4.4  Integrating Memory Media 

Customer Needs:

· Combine all content in one place, including:

· Slides

· Prints

· Videos

· Home movies

· Audio

· Solution: 


· Build on a storage format like MPEG7 that allows for storing and indexing all of these forms of data. 

· Offer a general purpose "appliance" that makes it easy to get content into the Shoebox from a variety of digital and analog storage formats including: digital cameras, flash cards, VCR's, and prints.

5.0 Functional Requirements
5.1  Automatic Indexing




When new content is entered into the Shoebox, it must be indexed automatically. At the end of this process, the user will be given an opportunity to review and confirm that their new content has been indexed appropriately. The indexing sub-system must be intelligent, i.e., it will build a knowledge base about user preferences and thereby build confidence that it is making the appropriate decisions on the user's behalf. The user will always have the opportunity to override the automatic indexing and perform the task manually. 

This process must take place in multiple stages, requiring a minimum of user interaction, according to the following requirements:

5.1.1. Attribute Extraction

The system must automatically scan content being entered into the Shoebox and extract all existing file attributes to place in the index. Examples of file attributes would include 'date-taken', 'resolution', and any other metadata directly embedded in the file structure itself. This functionality must take full advantage of the Kodak Golden Thread initiative for controlling content quality from capture to fulfillment. Available metadata will vary according to the source of the content. The software should automatically determine the source and extract whatever metadata is appropriate.

5.1.2. Feature and Semantic Extraction

The Shoebox will use the latest in Kodak Image Understanding technology to analyze an image for the purpose of populating the index with meaningful metadata. It must also have the ability to automatically detect "duds" and duplicates when processing a new "roll" of pictures and prompt the user as to whether these should be entered into the Shoebox.

The development of feature and semantic extraction algorithms is beyond the scope of the Shoebox project itself. However, the Shoebox must be built around an extensible architecture to allow content understanding modules to be "plugged-in” as new capabilities are added. We may want to explore making this functionality field configurable so that the customer may purchase and upgrade extraction algorithms on an "a la carte" basis.

5.1.3. Manual Override Option

The user will always have the ability to review the results of automatic indexing and manually re-enter metadata.

5.2  Content Organization

After content has been entered into the Shoebox, users must have the ability to organize it according to categories. This process will be designed to be analogous to the way people organize their pictures using physical albums. The Shoebox must support the notion of collections that contain sets of content related to a particular person, place, or event. A single content item might be assigned to many collections For example, one might want to create an organization based on "people" and another based on "places." A picture of "my brother John" taken at "Cape Cod" might be properly placed into albums called "Pictures of John" and “Pictures of Cape Cod."

The design goal for content organization will be for the Shoebox to make its best guess at organization based on feature/attribute extraction and knowledge of existing categories. The user must be presented with an easy method for re-arranging content if they want to. Use of intelligent agent technology to observe user activity and help them with this process should be explored. Specific requirements for content organization are listed below.

5.2.1. Hierarchical Collections

The Shoebox must support hierarchical collections. Upon installation, there will be a default set of first-level collections (i.e., people, places, and events). The user may create new collections as subsets of these top-level collections. When browsing the Shoebox, users will point to a particular collection. They can then easily move up or down levels in the collection hierarchy. For example, it would be possible to browse "all pictures of people" or "all pictures of my brother John." 

This structure closely mimics the hierarchical file structure imposed by most operating systems. Field research with people who organize their images on their computer today has shown this to be the preferred model for digital organization.
 Within this structure, users would be able to copy and move content between albums. In the Shoebox implementation, the process of "copying" would not duplicate the content itself but only create a mechanism for referencing the same object from multiple places in the collection hierarchy. (Note: this is a deviation from the way hierarchical file systems work where there is a one-to-many relationship between folders or directories and files.)
Done in WebWisdom Database
5.2.2. Default Organization
The user will always have the option of accepting the default organization created automatically by the system. Upon installation, three default collections are to be defined: People, Places, and Events. By using metadata automatically extracted from new content, the indexing engine will assign content to the appropriate category. As more detailed categories are defined, i.e., specific people, specific places, etc., and metadata extraction becomes more sophisticated, this auto-organization should improve.

5.2.3. Event Definition
Prior research has shown that grouping content by time is a good method for identifying events. The Shoebox must allow users to group content according to events, which we believe will be critical for downstream creation of albums and stories. The indexing engine will make a best guess at event segmentation during the indexing process. 

The user must be given the option to define and label events to help them recall content at a later date. An event must be described minimally by the time frame it covers. Optionally, users may associate specific people and places with event definitions. This will help the indexing engine assign new content to existing events and improve the accuracy of auto-organization. When indexing new content, the system should check to see if it most likely belongs to an existing event before defining a new event. This will be helpful in cases where users may want to collect content from multiple sources into their album collections.

5.2.4. Agent-Assisted Organization

The organization subsystem must provide users with assistance in organizing their content. This will be implemented through use of intelligent agent technology. The primary objective of the agent will be to help users to establish a structure that will make it easy for them to find content at a later date. In this way, the agent can be seen an assistant that helps people become better organized and mimics the behaviors associated with people who are naturally good organizers. 

The main goal of the organizing agent will be to examine the current collection hierarchy and help the user maintain a consistent structure when adding new content over time. A typical problem with staying organized over a period of time is remembering one's past patterns of organization. The agent will help by reminding the user of how they previously organized similar content and help them resolve inconsistencies. 

For example, I may enter a set of newly taken pictures of my vacation on Cape Cod and define a new collection called "Cape Cod". But the agent realized that three years ago I defined a collection called "Falmouth Summer" when I included pictures of my trip to Cape Cod from a previous year. Seeing this redundancy, the agent will prompt the users and ask whether these should be combined into a single collection of Cape Cod photos, or whether the user wants to make the Falmouth pictures a subset of all Cape Cod images.

5.2.5. Browsing Shoebox Content

Browsing will be the primary mechanism for viewing content saved in the Shoebox. Browsing will also be integral to the search and annotation engines. A Shoebox browser must include the following functionality:

· Playing back annotations saved with the media item.

· Allowing the user to view metadata as well as the media item itself.

· Allow the user to visually browse content using thumbnails for still images and equivalent summary views for motion and audio media.

· Allow the user to easily copy and move content between collections.

5.3 Annotation

After the initial automatic indexing process, the user must have the opportunity to review and annotate their content. By adding annotations, they will be imparting semantic meaning that can be used by downstream applications. An important feature of Shoebox annotation will be that annotations can be added at any level in the collection hierarchy. This means that users can add annotations that provide descriptive information about a group of content. This higher-level annotation will be useful for telling a story about a person, place, or event. This feature will be critical to supporting the notion of a story as a collection of content with some overarching script or narrative.

5.3.1. Natural Language Annotations

The Shoebox must support natural language annotations. These may be captured either through the keyboard or through using a continuous speech-to-text interface to generate natural language statements. Besides saving these statements for future recall, the annotation engine will parse these statements to identify relevant keywords that will be saved in the index. 

5.3.2. Intelligent Scripts

When applying annotations at the event level, users must have the option of following an intelligent script that will help them recall relevant information about the event. Typical scripts might be "My child's first birthday" or "My vacation." The script would feature an intelligent interface that employs automated interviewing techniques to solicit information from the user.

5.4 Search and Retrieval

A search engine must be provided to allow the user to find a specific piece of content or set of content that was stored in the Shoebox at some earlier date. Users must be given the option of locating content either by searching or browsing. Search tools are appropriate in cases where the user is seeking a specific result. Browsers open up the possibility for the user to explore a set of data.

5.4.1. Data-Driven Searching

It must be possible to search on any of the metadata recorded in the index. This search will query information that was captured through attribute and semantic extraction or subsequently added through annotation. It must be possible for the user to specify these queries using a natural language interface.

5.4.2. Visual Searching

The user will have the option of performing "search by example" or visual searching based on feature metadata. In this case they must have a reference image and will have the opportunity to ask the system to find more images like it. The user can tune visual searching to tell the system what features of the reference image they are interested, i.e., color, shape, content, etc.

5.4.3. Semantic Association
The search engine must be capable of associating terms through the use of a thesaurus. This will help users to find content even if they haven't specified the exact keywords that were captured during the initial indexing and annotation process. 

5.5  Multimedia Storage




The Shoebox must be capable of storing a wide variety of multimedia data types. Content may be stored offline (e.g., on CD's) or remotely. If the user attempts to retrieve content that is not immediately accessible, they will be prompted to make the content available by mounting the required storage media or logging on to the remote Shoebox service.

The Shoebox must index and store content existing in any of the following formats:

Image and 2D graphic formats:
JPEG, Photo CD, TIFF, EXIF, FlashPix, Bitmap (BMP)

3D Graphics:


Motion Images
MPEG, AVI, QuickTime, Ani-GIF (GIF89A)

Audio:
WAV, MIDI

5.6  Sharing and Access Control

The Shoebox must provide users with secure storage for their content. To accomplish this, all customers will be given a unique account number. This account will be password protected. It must be possible for multiple users to be assigned to the same customer account (e.g., to accommodate multiple family members). It must also be possible for a customer to share a subset of his or her content with "guest users." Guests are not required to be Kodak Shoebox account holders. Specific requirements for Access Control are listed below.

5.6.1. Login/Password Protection

Users will be required to log-on to the Shoebox network by providing their user ID and password. They may also be required to login whenever they attempt to access content stored in a "private shoebox" (see below).

5.6.2. Sharing Content over the Internet

Users may post either selected items or entire collections for sharing over the Internet. When posting content to be shared, the system must automatically generate a unique URL and access key to allow guest users to view this content using their Internet browser. Any person with Internet access will be able to access content provided that they have been given the "key."

(Note:
If users are posting a digital album or story that was created using a Shoebox client application, they may need a special viewer to actually view their content. It would be hoped that this viewer would be downloadable from the Kodak Web site free of charge. Definition of collection and story viewers is beyond the scope of this document.)

5.7  The "Private Shoebox"

The "private shoebox" is a customer's local Shoebox that is not available for Internet-based sharing. All content placed in the private Shoebox is stored at the customer's site only. Each user (where a user is identified by a user ID) will be allowed to define his or her own private Shoebox. This means that it must be possible to have several private Shoeboxes associated with one customer account (e.g., one for each member of the family). 

When a user enters new content, it will be added, by default, to that user's private Shoebox (if one exists). If the user does not have a private Shoebox, the new content will be added to the remote Kodak Online Shoebox.

When adding new content, the user must be given the opportunity to override or change the default preferences and directly store the new content directly at Kodak. They must also be allowed to copy and move content between these locations at any time.

5.8  System Administration

5.8.1. Backups

All data that is stored on the remote Shoebox server must be backed up automatically by Kodak as part of the Shoebox service. Private Shoeboxes stored locally by the customer can be backed up manually. It must be possible to save content in a compressed, archive format for backup purposes. (Note: The reliability and convenience of automatic backup of remotely stored content by Kodak should be a selling point for the remote service.)

5.8.2. Defining User ID's

A customer account is established by Kodak. When a customer establishes an account, a single user ID and password will be given to the customer. It must be possible for the customer to establish additional user ID's keyed to his or her account number. These can be given out at the customer's discretion.

5.8.3. Security Access

The customer has the option of defining the level of security they deem appropriate for content stored locally. In this case they may choose not to protect private Shoeboxes at their discretion.

6.0 Preliminary System Architecture
The Self-Organizing Shoebox Architecture is a set of services made up of the following components:

·  A client-server architecture. Client applications will access a user’s collection of content from a Shoebox server.
Should be 3 tier NOT client-server
·  Distributed database of users' content and metadata resident both locally (on a customer’s PC, if they wish) and/or on the Kodak Online Shoebox. An Internet connection can be either direct to the Internet or through local Shoebox server.

·  A content repository. This consists of all the user’s content files, stored either on Kodak Online Shoebox, or Kodak Local Shoebox server

·  An optional Local Shoebox server (with middleware and content resident locally). 

·  A middleware layer of software that interfaces to external or internal applications, which include software agents as key components.

·  A metadata database. This consists of information collected from the content, with pointers into the content repository.

·  A Shoebox client application to allow users quick and easy browsing, search and retrieval of the content repository.

·  A billing system. 

6.1  The Shoebox Client 

The Shoebox client is an application that will make use of the content stored in a given Shoebox. Clients will generally be application-specific with functionality dependent on the nature of the application. Examples of application areas for Shoebox clients might include storytelling, albuming, greeting card or gift creation, educational tools, or presentations.

Although the details of each client will vary, there are a number of broad functions that a client may wish to provide:

· Shoebox Visualization – The client will be the means by which a user views his/her Shoebox. Thus, the client will be responsible for visual display of the content contained in the Shoebox and the organizational structure of the Shoebox. The visualization paradigm used by a particular client will depend upon the nature of the tasks for which the client was designed.

· User Interaction and Interface – The client will define the means by which the user interacts with the Shoebox. The client will define an interface for the Shoebox and determine the modes of interaction by which a user will make use of the Shoebox. 

· Speech Command Recognition – Speech recognition for command of a client application. This is a specialized example of an interaction mode. Note that the Shoebox server may perform speech recognition to analyze spoken annotations.

· Client Agents – Intelligent agents that learn from interaction with the user and query the Shoebox based on this knowledge.

· Stories – Define means by which content can be used to construct stories and the means to use this content in the storytelling process.
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Figure 2. Shoebox Services overview

6.2 The Shoebox Server

The Shoebox server interacts with the content repository and metadata database and is responsible for processing content management, organization, and access requests from clients. This server lives on the Kodak Online Shoebox or on the Kodak Local Shoebox. It also interacts with five software layers: the service layer, the agent layer, the security layer, the data layer, and the accounting layer. These layers make up the Shoebox middleware. In addition to the middleware, the server contains the content and metadata database.
Should be built on database (Oracle or XML Web Server) with a few special services
6.3  Service Layer

It is convenient to think of the Shoebox server as a service provider that manages service requests and responses. The server will take in requests from a user or application, process the request and then return content or information as a response to the request. The paradigm is much like that of a Web server. In fact, since the components of a Shoebox will be distributed, it is best to think of the Shoebox server as a Web-like server.

Although we are merely beginning to define detailed requirements for the Shoebox, requests can be categorized into the groups presented below:

6.3.1. Content Management Services

· Addition/Deletion of Content – An application will need to add and delete content from the Shoebox. 

· General Shoebox Information – This will provide an application with general information about the Shoebox (e.g., owner, location, size, parameters)

· Automatic Feature and Semantic Extraction – When content is inserted into the Shoebox, features and semantics about that piece of content will be automatically extracted and stored. Note that the list of features and semantics to be extracted is still to be determined and may vary from Shoebox to Shoebox. The Shoebox server should be designed to support a plug-in architecture such that new feature extraction modules can be added with ease.

· Shoebox Organization – Provides for the definition and manipulation of personalized organizational structures for categorizing content.

.

6.3.2. Search and Retrieval Services

· Content-Based Search – Search based on features (e.g., as being defined by MPEG-7) of the media itself.

· Metadata-Based Search – Search based on information about the scene depicted by the media item or other types of metadata.

· Natural Language Search – Ability to search using natural language queries.

· Domain Knowledge Base – Ability to infer and store relationships with respect to content and domain semantics (e.g., family members, favorite places, etc.).

· Content Browsing – Ability to browse through Shoebox content.

6.3.3. Annotation Services

Annotation is the process of adding context to content. Through annotation, we learn more about what is going on in a piece of content. Annotation services may include:

· Defining relationships between different pieces of content 

· Text annotation and captioning

· Speech annotation, recognition, and semantic (5Ws) extraction (including natural language processing)

6.3.4. Network Services

· Shoebox communities – The Shoebox community is a means of linking together a number of individual Shoeboxes into a virtual Shoebox network. This service will facilitate the sharing of content among family and friends.

· Remote access – The Shoebox must allow requests from remote locations. It should also be able to remotely access other Shoeboxes and services on the network

· Link to Kodak services – The Shoebox should be linked via the Internet to other Kodak services such as photo-finishing, PhotoNet, and other Grand Odyssey services. One primary advantage of the Shoebox to Kodak is that it can encourage consumers to buy Kodak products and services by providing a common gateway for sending photo collections to the Kodak business infrastructure.
6.4  Agent Layer

Server agents are intelligent components that will learn about users trends and strategies by observing the requests coming into the Shoebox. Each of the service categories mentioned above will has its own set of agents. Although the specific functionality of such agents is not yet defined, some examples might include:

· Content Management Agent – An agent that may deduce commonly used organizational schemes and will apply this scheme to incoming content.

· Indexing Agent – An agent that indexes or optimizes index strategies based on the types of searches observed.

· Annotation Agent – An agent that may recognize common relationships between content items or identify frequently applied words, and perform automatic annotation based on this learning. For example, such an agent may use face detection and recognition technology combined with knowledge about a Shoebox owner’s friends and family to automatically label the faces shown in an image.

· Network Agent – An agent that may deduce commonly defined Shoebox communities and direct queries toward these communities. 

6.5  Security Layer

With networking, come security issues. The content, metadata, and access to a given Shoebox will have to be protected, and only allow authorized access. This protection is the responsibility of the security layer. All requests, whether they are made from an application, another Shoebox, or an agent must be screened to assure that the entity making the request has the proper authorization. Other issues include common problems in operating system administration, such as passwords, access levels, access groups, as well as database issues such as concurrent access control, locking, and read-write privileges.

6.6  Data Layer

A main component of the data layer is a metadata database where content metadata is stored and indexed. Like the automatic feature and semantic extraction services, the database should be extensible via a plug-in architecture, allowing new index features and semantics to be easy added. Note that users will not directly access a media item itself. Instead, the metadata will contain a pointer to its associated media item, which may or may not be resident at the same location as the server.

Actual media can reside in different places. The Shoebox will support access to the content regardless of its physical location, including:

· Local : On a home PC

· Local : On a Shoebox appliance

· Local : On a PictureCD or Picture Disk Collection

· Remote: On an image server (PhotoNet or other Kodak service)

· Remote: In another person’s Shoebox

6.7  Accounting Layer

The Shoebox team will not define any particular billing paradigm or business model but support the business model chosen by Kodak. Integral to the Shoebox is the ability to report transactions to a remote server that will be responsible for billing based on Shoebox services. It is the responsibility of the accounting layer to keep track of Shoebox server usage and to report such usage to the proper billing server.

6.8  The Shoebox Protocol and the Shoebox SDK

Communication between the Shoebox client and the Shoebox server is accomplished via the Shoebox Protocol. This protocol will define the structure and syntax of Shoebox server requests and the proper responses to each request.

Client application developers will be sheltered from the details of this protocol by the Shoebox SDK. This SDK will be implemented as a linked software library and will provide interfaces for content query, access, and other Shoebox services. The SDK will translate interface calls into the appropriate protocol syntax, send the request to a Shoebox server, and return with the proper response.

6.9 Local Shoebox Server

An optional Local Shoebox Server (LSS), with middleware and content resident locally will provide customers with the ability to store their content locally. The LSS will contain a large hard drive and input slots for various media such as APS film, CompactFlashcards, and other removable storage media.

Figure 3. Local Shoebox Server

7.0 Next Steps

The Electronic Shoebox project proposes testing the concepts described in this document by experimenting with prototypes available today. These experiments, some of which are described in Appendix E, will combine two or more prototypes from sources listed in Appendices B and C, with targeted users in mind, using specific scenarios to create albums or stories. The project will take advantage of user-centered iterative design and development. The middleware and local server components will be tested in rough prototype form, perhaps through partnering or outsourcing the development work with a third party. In order to test the middleware, an example Shoebox client application will developed as a prototype. 

The Electronic Shoebox team has been developing a testbed image database to use in the next phase of design. This database is a subset of one family’s multimedia content collection. It contains images and movies spanning 70 years, and four generations of one very extended family and their community of interest. To date, approximately, 300 files have been digitized, with thousands more ready to be input. The project’s testbed process will begin with an examination and proposed initial design of the organizational structure of the database.
I have 2000 photos in a web linked database
Once the testbed phase begins, the team will write a preliminary Design Specification and Architecture Specification that will be based on the results on the experiments. The process will include at least two iterations of experiments and specification revision in order to create a final design at the end of 1999.

8.0 Glossary
accessibility
The ability to access, locate, and retrieve the content stored in a Shoebox.

agent
Software that acts in an assisting role to the user. Users can delegate goals to an agent, who proactively fulfills the goals. Agent technology can incorporate learning, reasoning, and knowledge representation. For example, an agent can function as a travel agent, stock broker, shopper, or user interface assistant.

annotation
A commentary or explanatory note. For the Electronic Shoebox project, annotations are a type of metadata, and can be associated with media items and multimedia documents. Examples of annotations are subject matter descriptions, interpretations, and historical notes.

annotation engine
In a Shoebox, the software functionality that enables users to add, modify, and delete the annotations associated with one or more media items and multimedia documents

attribute extraction
The process of obtaining or deriving information about file attributes from a file. 

content-based search
A search process or query that searches for media items by examining their perceptual features and comparing them to a target feature or feature set definition.

data-driven search
The process of finding and retrieving search results that match specified data.

event segmentation
The process of distinguishing between media items related to different events.

feature
A low-level, perceptual primitive or attribute obtained or derived directly from media data, such as color and texture, edges, loudness, and pitch. A feature represents perceptual content, which may or may not be information bearing.

feature descriptor
Defines the syntax and model for representing a feature.

feature detection
A software process used to discover and locate a feature, such as edge detection or pitch detection.

feature extraction
Software that uses feature detection and recognition algorithms to obtain or derive a feature from media data.

feature recognition
A software process used to recognize, identify, and classify a feature, such as texture recognition or shape recognition.

file attributes
The attributes defined within a media file, such as resolution, file format, file format version, file size, color model, bit depth, date file was created or modified. File attributes are automatically extracted from a file and stored in the Shoebox as metadata.

Golden Thread initiative
A corporate-wide effort at Kodak to standardize the types of image quality descriptors associated with an image.

indexing
The process of analyzing content and defining metadata that described the content.

intelligent interviewing
Agent-assisted interviewing which is intelligent enough to pose appropriate questions conditioned by past responses from the user.

intelligent script
A script that employs intelligent interviewing techniques.

intelligent user interface
A user interface that incorporates intelligent interface agents.

keyword
A signifier or descriptive word often used as a reference point for finding other words or information. 

keyword searching
Search processes conducted by searching the keyword list associated with each item in a database, then retrieving those items that have one or more keywords that match or are related to a target keyword or keyword list.

knowledge base
A store of knowledge representations, where knowledge is expressed using rules, predicates, semantic networks, or schemas that enables further reasoning about semantics and domain-specific knowledge.

media
Non-textual, expressive forms of expressive content, such as images, videos, music, and sound effects. For the purposes of the Electronic Shoebox project, all media is created or converted into digital, sampled form. 

media data
Raw, uninterpreted, binary, sampled media, such as an image BLOB (Binary Large Object).

media file
A file that contains media.

media file format
The specific format of a media file, such as .wav or .jpg or .gif89a.

media item 
A media file containing a specific media type.

media type
A distinct type of media, such as an image, a video, a movie, music, or a sound effect.

metadata
All relevant information associated with a media item or multimedia document.

metadata database
A database that stores and processes, searches and retrieves metadata.

middleware
The middle layer of software services residing between an application client and the content in a Shoebox that facilitates content organization, search and retrieval, accounting, indexing, access and sharing.

MPEG7
An international standard being developed by the MPEG Committee, which defines a set of descriptors, description schemas, and a data description language for multimedia information.

multimedia
Composed of two or more media types, in digital, sampled form.

multimedia document
A file containing multiple media types and/or media items.

multimedia repository
Stores and manages multimedia documents, media items, and metadata.

natural language processing
Software that parses and understands language.

personalization
Based on the user’s preference, choices, and modes of interacting and working.

private shoebox
A Shoebox that is connected to a user’s local computer system and cannot be accessed by anyone other Shoebox users.

query by example
A search query in which a user selects reference data or items and the search system is asked to find and retrieve more data or items like it.

semantic association
Related in meaning.

semantic extraction
The process of obtaining or deriving meaningful information from media items, multimedia documents, or metadata.

semantic organization
A meaningful organization of information.

semantic-based search
Compared to a content-based search, which searches for low-level features in media data, a semantic-based search examines semantic data to find relevant media items.

semantics
Used in the linguistic sense, semantic information identifies and assigns meaning in language. Examples of semantics are information that identifies or signifies people, places, things, or concepts, including subject matter, subjective interpretation, annotation, or a story.

Shoebox client
An application that accesses and uses the content in a Shoebox. 

Shoebox server
The network component responsible for processing client requests and returning content or metadata in response to the requests.

storage media
Digital storage media such as a computer disk, CD-ROM, or a floppy disk.

virtual Shoebox community
A set of Shoeboxes that are connected via a computer network.

visual search
A type of search or query by example, in which a user selects a reference image and the search system is asked to find and retrieve more images like it.
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