This paper should not be published because I see no way the results can have any significance in the design or use of any real algorithm or machine. As some say, the paper is not even wrong -- it is just irrelevant. Of course this is my (considered) opinion but the authors make no effort to justify their assumptions except for a quote on page 6 before start of section 3.1. Some remarks that may clarify my remarks:


1)The community has analyzed in detail performance and overheads of many real problems including those with approximately the structures of figure 2. I don’t see why assumptions on task execution distributions used in Secs. 3 and 4 are reasonable especially for the synchronous and nearest neighbor classes where there is significant correlation and structure in task execution times.


2)The algorithm structures in fig. 2 are reasonable but idealized. There are many issues affecting performance which are not covered by these simple forms. Again I suggest the authors choose a set of realistic algorithms (sorting, simulation, transaction processing or their choice) and target machine architectures to better motivate the “Statement of Research Issues” which would form basis of acceptable paper.


3)Note that rarely can one choose between the different structures of fig. 2 for a given algorithm -- any given algorithm will fall into one particular class. Thus comparison between structures as presented in sec. 5 is largely meaningless


4)A minor point -- most nearest neighbor algorithms do NOT require global synchronization between iterations. The neighbor to neighbor communications are sufficient synchronization.


